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1. Overview
Scientists have been studying networks in some form or another for many years. In the last thirty
years or so, however, various developments have seen ‘network science’ rise to prominence. Today an
interdisciplinary community of researchers in universities and tech companies such as Google, Microsoft
and Facebook are busy applying techniques from mathematics, physics, computer science, economics and
other social sciences in an intensive effort to understand the structure and functioning of the multitude
of networks which help shape the world around us. Globalisation and the growth of the Internet have
certainly highlighted the need to understand network structures and the way in which things like information and goods flow around them. At the same time, the digital revolution has suddenly meant
that a wealth of data is available, ready to be put to use in the study of these giant network structures.
Whereas fifty years ago social scientists studying networks of personal contacts might have to restrict
themselves to observing contacts between a small collection of tens or possibly a few hundred people,
nowadays Facebook records the interactions of over one billion users in real time. The aim of this course
is to give an introduction to this new and exciting area, and to equip students with the tools they will
need in order to carry on and persue research in the field should they choose to.
In order to study such matters in a mathematical setting, of course we’ll need to be precise as to what
we mean by a network. In fact, what we mean is exactly what mathematicians would normally call a
graph. So a network is simply a collection of nodes (also sometimes called vertices), some of which have
edges between them. For the precise version of this definition below, you’ll need to recall that when G is
a set, G × G is the set of all ordered pairs (a, b) such that a, b ∈ G. So if G = {0, 1, . . . , 10} then elements
of G × G are things like (0, 5), (1, 2) and (8, 4). Note that (1, 2) is different from (2, 1).
Definition 1.1. A network is a pair (G, E), such that G is a set and E ⊆ G × G, which satisfies the
property for all a, b ∈ G that if (a, b) ∈ E then (b, a) ∈ E also. The elements of G are called nodes or
vertices. If (a, b) ∈ E then we say that there is an edge between nodes a and b.
Definition 2.2 above actually formalises the notion of an undirected network. For any pair of nodes,
either there is an edge between them, or else there isn’t. These edges don’t have a specific direction (which
is why we require that if (a, b) ∈ E then (b, a) ∈ E also). We also haven’t allowed for the possibility of
multiple edges between two nodes – if we want to consider such things later then we’ll need to modify
the definition. In this course networks will be assumed to be undirected, unless explicitly stated otherwise.
Given a network (G, E), there is then a fairly obvious form of depiction, in which nodes are represented
by points, and a line is drawn between two nodes when there is an edge between them. As an example,
consider Figure 1, which depicts the social network among 34 people in a karate club studied by the
anthropologist Wayne Zachary in the 1970s. Here the set of nodes G is the set of 34 people in the club,
and there is an edge between two nodes if those people are friends outside the context of the club.
Given that a network is just what mathematicians would call a graph, the question immediately arises,
“So what exactly is the difference between network science and graph theory?”. There are two principal
differences:
(1) In network science we are interested in studying real world networks – we want to know what
real world networks look like. These networks will tend to share certain specific properties which
are not necessarily found in arbitrary graphs studied by mathematicians. We are also interested
in real world implications of network structure, leading to questions which would not arise in a
purely mathematical context.
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Figure 1. The network of friendships within a karate club.
(2) As well as being interested in the structure of real world networks, we are interested in dynamic
processes unfolding on those networks. We might be interested in understanding the flow of news
articles posted on Facebook, for example, and the impact the network structure has on this flow.
Let’s consider each of these points in a little more detail, dealing with (1) first. Of course Figure 1 is an
example of a real world network (or at least of a network arising from real world data). Mathematically
it is a fairly simple structure, but in the context of network science we are interested in understanding
what the structure really tells us about social interactions at the karate club. A close inspection of the
network reveals some interesting observations. Firstly, you will notice that there are two nodes (1 and 34)
which are of particularly high degree, meaning that they have edges to many other nodes in the network.
These were actually the instructor and the student founder of the club. Secondly, and very revealingly,
you might also notice that these two nodes are not friends themselves. Given these observations, one
might be tempted to speculate that a social tension exists, and that the club is in danger of splitting in
two, with each of the two high degree nodes forming their own smaller club. In fact this was precisely
what happened!
The following definition is made with respect to networks which do not have edges from nodes to
themselves:
Definition 1.2. If a is a node in a network, then the degree of a is the number of edges connected to it.
Definition 1.3. A path is a sequence of nodes a0 , . . . , an with the property that every consecutive pair
in the sequence has an edge between them. If a = a0 is the first node in the sequence and b = an is the
last, then we say that the sequence is a path from a to b of length n.
Generally we shall be interested in real world networks which are a good deal larger than in the karate
club example. As hinted at above, these networks will tend to share certain crucial features. Some
examples of such features are:
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• Clustering. Consider the network given by people and their friends on Facebook. Suppose Andy
is friends with Bob, and that Bob is friends with Charles. One would expect that the existence
of these two friendships makes it much more likely that Andy is friends with Charles (and this
is borne out by the evidence). In fact this is a property observed in a large number of real world
networks, so in many real networks we can expect to see clusters of nodes forming close-knit
groups with many edges between them.
• Small worlds. Nowadays the phrase “six degrees of separation” has entered the common parlance,
and refers to the theory that any two people in the world are connected by a short sequence of
aquaintances. So the idea is that we consider the network for which the nodes are people and
an edge between two people exists if they know each other. If we choose two people a and b at
random, then the theory goes that there is likely to be a short path between a and b. Another
well known example, in the form of the “Kevin Bacon game”, concerns the network of actors who
have appeared in films together. Again, the likely existence of short paths is a feature shared
by many real world networks, and which often has a huge impact on the manner in which they
function. The Internet could not function effectively without this sort of structural property, for
example.
• Long tails. Given a particular network, we may consider the degree distribution of that network,
i.e. if we pick a node a uniformly at random from the network, we can ask “what is the probability
that the degree of a is 1? What is the probability that the degree is 2?”.. and so on. What we
generally expect to find in real networks, is that most nodes have a fairly small degree, and that as
we increase n beyond some point, the proportion of nodes with degree n decreases. Interestingly,
however, as n increases the proportion of nodes with degree n does not tend to decrease as fast
as in many random graph models studied in a mathematical context. So real networks often have
a degree distribution with a long tail. Of course, we’ll make these notions more precise later.
Question 1. By a connected component C of a network G, we mean some subset of the nodes such that
there exists a path between any pair in the set. Informally, by a giant component we mean a connected
component C that contains a significant fraction of all nodes in G. Can you think of a heuristic (informal)
argument to suggest that when real world networks have a giant component, they will normally only have
one?
Now let us consider the second difference between network science and graph theory, as described
in (2) above, in a little more detail. In the context of network science we shall often be interested in
games or processes taking place on networks, and in particular we’ll be interested in the impact that
the network structure has on how those processes unfold. We gave the example previously of studying
the way in which posts travel around the Facebook friendship network. As another example, one might
consider looking to understand the spread of a disease for which infection is caused by contact with those
already infected. A basic approach which does not consider the underlying network structure of contacts
by which the disease spreads, might suppose that the rate at which the disease spreads will be a function
of the number of people who have it and the number of uninfected people. Writing down a system of
differential equations then gives a very simple model of how the number of infected people will develop
over time. Of course one might then want to incorporate more sophisticated features into the model,
such as immunity developed by those who have had the disease, and so on. Much more accurate models
can often be developed, however, if one takes into account the underlying network structure and looks to
model the spread of the disease as a dynamic process unfolding on that network structure, rather than as
a system of differential equations. Only in that context can the influence of factors such as high degree
nodes be understood (so in the context of a venereal disease these might be certain highly promiscuous
individuals). Such analysis may also offer effective methods of dealing with the threat...one might find
that targeting vaccination on high degree nodes is a very effective way of preventing widespread infection,
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for example. So a network analysis can sometimes explain phenomena which simpler models will miss,
and may also provide for the analysis of solutions which could not even framed in the simpler models.
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Figure 2. A schematic depiction of the structure of the Internet.

2. Examples
2.1. The Internet. It is important to distinguish between the Internet, which is the worldwide network
of physical data connections between computers and related devices, and the World Wide Web, which is
the information network in which the nodes are web pages and the edges are hyperlinks that allow us to
navigate from page to page.
The simplest network representation of the Internet results from regarding individual computers and
other devices as nodes, while the edges are physical connections between them such as optical fibre lines.
The overall structure is depicted in schematic form in Figure 2. The network is constructed of three levels
of nodes:
• The inner level, often referred to as the backbone, consists of long distance high bandwidth
data connections, usually built using the fastest fiber optic connections available, together with
the high performance routers and switching centres that link them together. The backbone is
run by network backbone providers (NBPs), who are primarily national governments and large
communications companies such as British Telecom.
• The second level is composed of Internet service providers (ISPs). These are generally entities
such as companies and universities who contract with NBPs for connection to the backbone, and
then resell that connection to end-users.
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• The third and outer level then consists of the end users – the ultimate consumers of Internet
bandwidth. End users generally only have one connection to the Internet, and so may be seen as
leaves of the network.
Since the structure of the Internet is not dictated by any central authority, how can we form a picture
of it? There is nobody tasked with maintaining an official map of the network, and so in fact its stucture
must be determined by experimental measurements.
2.2. Transportation networks. Unlike the Internet, the overall structure of transportation networks
is normally centrally recorded, and is not difficult to determine. The flow of traffic on those networks
(especially road networks) is much more complicated to analyse however, and is an entire subject in itself.
It is clear that accurate modelling of traffic flow, and the design of networks which reduce journey times,
is of central importance. We shall see later in the course that there are sometimes very counter-intuitive
game theoretic effects such as Braess’ paradox at play – sometimes removing roads can actually lead to
a more efficient network!
It is also interesting in this context to revisit the question as to how to choose the appropriate network
representation. In the context of rail travel, for example, it is sometimes argued that customers are more
concerned with the number of times they will have to change trains on a given journey, than they are with
the total number of stops. If one takes this to be true (or at least to be a reasonable approximation in some
circumstances), then a better network representation might be formed by taking nodes to be locations,
and putting an edge between nodes if a single train runs between them. With this representation the
shortest path between A and B determines the number of trains one has to take to get from A to B.
Perhaps a better representation still would be a bipartite network, in which one considers two types of
nodes. One type represents locations, while the other represents train routes. Edges in the network join
locations to the routes that run through them.
2.3. Social networks. Social networks representing friendships, affiliations, business relationships, romantic relationships, marriages between families and many others, have been studied by sociologists since
at least the 1930s. Of course recent developments have dramatically changed the amount and form of
data available. In the present day emails are recorded and social network sites of many different forms
(be they Facebook, dating sites, professional sites like LinkedIn etc) record connections and interactions
in real time. The task has changed from dealing with the difficulty in collecting data, to figuring out how
to process the enormous amount of data that is available. Prior to the existence of all of this digital data,
information had to be laboriously collected through questionnaires, interviews or direct observation.
A very famous contribution to the social networks literature, which took place before the present
deluge of data was available, was carried out by Stanley Milgram with his “small-world” experiments
in the 1960s. Milgram considered the network in which individual people are nodes, and nodes are
connected if they know each other on a first name basis. By the geodesic distance between two nodes, we
mean the minimum number of edges which must be traversed to get from one node to the other – so the
geodesic distance between a and b is the minimum length of a path from a to b. Milgram was interested
in understanding the typical geodesic distance between individuals, and so ran an experiment which
worked as follows. He sent out a total of 96 packages to people chosen at random from the telephone
directory, but all of them in Omaha, Nebraska (USA). Each package contained an official looking booklet
emblazoned with the stamp of Harvard University (the university for which he worked) together with
instructions asking the recipients to help in getting the package to a friend of Milgram’s. The recipients
were given only the name of the intended target, together with the information that he was a stockbroker,
and his home address. Crucially, however, recipients were asked not simply to send the package to the
given address – they were asked to send it to somebody that they knew on a first name basis, and more
specifically the person in that category that they felt would help give the best chance of getting the
package to its intended target. Whoever they sent the package to was then asked to repeat the process,

8

GEORGE BARMPALIAS

Figure 3. A network of pages on a corporate website.

the names of all people in the chain being recorded in the booklet. Of course the basic idea was that
when a given booklet finally reached the stockbroker friend of Milgram’s, the information in the booklet
would provide an upper bound for the geodesic distance between the initial recipient and the stockbroker.
Of the 96 packages sent out, 18 finally reached the target. While this might initially sound like quite a
low proportion, it is worth noting that attempts to repeat the experiment in recent times have recorded
much lower response rates (perhaps the huge amount of spam mail and email that circulates these days
has jaded the public to unsolicited communication?). Of the 18 packages that arrived, the mean number
of edges traversed was 5.9 – this experiment is the origin of the phrase “six degrees of separation”.
Question 2. Suppose we were to conclude from the results of Milgram’s experiment that “the average
geodesic distance between pairs of nodes in the network is 5.9”. Can you think of things that would be
wrong with drawing such a conclusion?
There are various aspects of Milgram’s analysis which are problematic. The basic conclusions (the nature of the results rather than the 5.9 figure) of the report are sound, however, and have been demonstrated
in many subsequent and more careful experiments. As we shall see later, there are also mathematical
arguments which suggest that geodesic distances should usually be small.
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Definition 2.1. By the geodesic distance between two nodes in a network, we mean the minimum
number of edges which must be traversed to get from one node to the other – so the geodesic distance
between a and b is the minimum length of a path from a to b.
2.4. The World Wide Web. The Web is a network in which the nodes are web pages and the edges
are hyperlinks that allow us to navigate from page to page. A crucial point here though, is that because
hyperlinks run in one direction only, the Web is a directed network, which means that the edges have a
direction to them – a given edge might go from a to b, but not in the other direction, for example. To
formally define directed networks, we just have to modify the definition a little:
Definition 2.2. A directed network is a pair (G, E), such that G is a set and E ⊆ G × G. The
elements of G are called nodes or vertices. If (a, b) ∈ E then we say that there is a directed edge from
a to b.
(The astute student might note that actually transport networks will sometimes have directed edges
as well.) In depicting directed networks, we simply put arrows on the lines representing edges in order
to show the direction of the edge – see Figure 3 for example. We can also modify the definition of a path
from a to b in the obvious way:
Definition 2.3. In a directed network, a path is a sequence of nodes a0 , . . . , an with the property that
for every i with 0 ≤ i < n there is an edge from ai to ai+1 . If a is the first node in the sequence and b
is the last, then we say that the sequence is a path from a to b.
The World Wide Web was initially created in the 1980s by scientists at the CERN laboratory in
Geneva, but it soon became clear that its potential was much larger, and today the number of web pages
numbers in the tens of billions. Just as for the Internet, the Web has no central authority determining its
structure, and so in order to get a picture of its construction we have to use crawlers: computer programs
which automatically surf the web, following hyperlinks and looking for pages. In 1999, when the Web was
much smaller than it is now, Andrei Broder and some colleagues set out to build a global map of the Web.
A schematic picture of what they found is shown in Figure 4. While the numbers are much larger today,
the basic structure persists. The large central component, labelled SCC in the figure, is what is called a
strongly connected component. This is a large set of nodes, such that for any two nodes a and b in the set,
it is possible to follow a path from a to b (and vice versa). There are then a large set of IN nodes, which
are nodes from which it is possible to reach the central strongly connected component, but the reverse is
not true, i.e. these nodes cannot be reached from the central strongly connected component. Similarly
there is a set of OUT nodes which can be reached from the central strongly connected component, but
from which that central component cannot be reached. The remainder of the network is made up of
tendrils – nodes from which it is possible to reach the OUT component, or which can be reached from
the IN component but which do not belong to either the SCC, In or OUT components – and also tubes
consisting of nodes belonging to paths from the IN to the OUT component, and finally some disconnected
nodes for which there do not exist paths in any direction to each of the previously described components
of the network. The point here, is not that the nodes can be divided up in this way (that’s true for any
directed network), but rather the relative sizes of each component.
Question 3. Explain the comment above that any directed network can be divided up in such a fashion,
and that the interesting analysis therefore lies in the relative sizes of each component.
2.5. Neural Networks. There are many different network representations employed by biologists. Of
course, neural networks are studied in the context of modelling the brain and central nervous system
in animals. The primary information processing element in the brain is the neuron, which normally
combines several inputs and produces a single output, see Figure 5. In the human brain roughly 100

10

GEORGE BARMPALIAS

Figure 4. The bow-tie structure of the Web.

billion individual neurons are connected in a complicated network structure. This structure is notoriously
difficult to determine. While the basic tool for structure determination is microscopy, one comes up
against the basic obstacle that the brain is 3-dimensional and we do not currently have any form of
microscopy suitable for probing such 3-dimensional structures. Instead, researchers have resorted to
cutting the brain into thin slices and examining them one at a time.
While real neural networks are studied by biologists, artificial neural networks as studied (principally)
by computer scientists are another important form of network, and are becoming of increasing significance
in recent times as an approach to machine learning initially inspired by the structure of the human brain.
The network structure of present day artificial neural networks is far simpler than that of the human
brain.
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Figure 5. The neuron. The soma is the cell body, while the dendrites act as inputs
and the axon acts as output. Towards the end of the axon it branches so as to act as
input for several other neurons.

3. The fundamentals of networks
In order to analyse real world networks, we first of all need to develop some basic mathematical terminology and tools. Many of these are standard ideas from graph theory, but we shall focus on those
which will be of use to us in analysing real networks later.
Generally we shall use the variable n to denote the number of nodes in a network, while m will be
the number of edges. The definition of a network was given previously, and allowed for the possibility of
self-edges, i.e. an edge from a node to itself. In fact most of the networks we study will not have edges
of this kind. We will occasionally be interested in studying networks which have multiple edges between
some nodes.1 A network that has neither self-edges nor multi-edges is called a simple network.
3.1. The adjacency matrix. The adjacency matrix often turns out to be a mathematically convenient
way of representing a network. If the network has n nodes, then the adjacency matrix will be an n × n
matrix. We begin by numbering the nodes in the network from 1 to n, so that for any i ∈ {1, . . . , n} we
may now refer to “node i”. The definition of the adjacency matrix for a simple (undirected) network is
then:
(
1 if there exists an edge between nodes i and j
Ai,j =
0 otherwise.
So, for example, the adjacency matrix of the simple network depicted in Figure 6 is:

1We can change the formal definition of a network so that multiple edges can exist between a given pair of nodes, by allowing

that E should be a multi-set rather than just a set of pairs of nodes. The point is this: the two sets {(a, b), (a, b), (b, c)} and
{(a, b), (b, c)} are the same, because they have the same elements. As multi-sets, however, they are different – a multi-set
is defined not just by its elements, but how many of each element it has.
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0 0 1 1 0
0 0 0 0 1


1 0 0 1 0


1 0 1 0 0
0 1 0 0 0
Two points worth noting about the adjacency matrix are:
• For a network without self-edges, all the diagonal elements of the adjacency matrix are 0;
• For an undirected network the adjacency matrix is symmetric, because if there is an edge between
i and j, then there is also an edge between j and i.
It is also very easy to deal with multi-edges when writing out an adjacency matrix. If there are n edges
between i and j, then we define Ai,j = n and Aj,i = n. Dealing with self-edges, however, is just a little
bit more fiddly. Normally we shall agree that a single self-edge from node i to node i is represented by
setting the corresponding diagonal element Ai,i to 2. Why 2 and not 1? Essentially, this is because every
self-edge from node i to node i has two ends, both of which are connected to node i. So most of the time
we will find it mathematically more convenient to adopt this convention that each self-edge adds two to
the corresponding diagonal entry of the matrix – sometimes, though, it may be more convenient if each
self-edge from i to i only adds one to Ai,i . We’ll be clear which convention is being used in any given
context.
Question 4. If A is the adjacency matrix of a simple network N , and B = A2 , then what property of
N is described by the entry Bi,j ?
We also modify the definition of the adjacency matrix to deal with simple directed networks in a fairly
obvious way :
(
1 if there exists an edge from j to i
Ai,j =
0 otherwise.
One aspect of the definition above that might seem a little surprising though, is that we make Ai,j = 1
when there is an edge from j to i, rather than the other way around. Again the reasoning here, is just
that it turns out to be more convenient much of the time to define things this way.
3.2. Weighted networks. While many of the networks we shall study have simple on/off connections
between nodes – either there is an edge or there isn’t – sometimes it will also be useful to work with
networks in which the edges have some kind of weight attached. So here the weight is a real number, which
might represent something like the strength of the connection, or possibly the length of the connection
or another such value. An obvious way to represent this information in the adjacency matrix is to make
the corresponding entry of the matrix equal to the weight. So if the edge between i and j in a simple
network has weight 2.1, then we define Ai,j = Aj,i = 2.1. Shown below is the resulting adjacency matrix
for the weighted network depicted in Figure 7.


0
0 1.9 0.3 0
0
0
0
0 2.3


1.9 0
0
2.7
0


0.3 0 2.7 0
0
0 2.3 0
0
0
3.3. Cocitation and bibliographic coupling. It is sometimes convenient to turn a directed network
into an undirected one for the purposes of analysis. The reason for this is that there are many mathematical techniques which apply to undirected networks, but which do not (yet) have directed counterparts.
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1
3

5
4
Figure 6. A simple network (with 5×5 adjacency matrix)
2
1

1.9
3

0.3

2.3

2.7
5
4

Figure 7. A simple weighted network
There are a number of different ways that one might try to go about changing a directed network
into an undirected one without losing too much information. One way would simply be to ignore the
direction of the edges. Often though, this ends up losing too much important information about the
network structure. A more sophisticated approach is to use “cocitation” or “bibliographic coupling”.
These are ideas which came out of work with citation networks, so it’s probably useful first to describe
what citation networks are: in a citation network, the nodes are published academic papers, and there is
a directed edge from i to j if the paper i cites the paper j. Citation networks have been quite thoroughly
studied over the years, one very good reason being that even before digital records they were very easy
to collect data on.
3.3.1. Cocitation. The cocitation of two nodes i and j in a directed network is the number of nodes
that have outgoing edges pointing to both i and j. In a citation network, for example, the cocitation of
two papers is the number of papers which cite them both. Using the adjacency matrix for the directed
network, we have that Ai,k Aj,k = 1 if i and j are both cited by k and is 0 otherwise. Summing over all
k, the cocitation Ci,j of i and j is:
Ci,j =

n
X
k=1

Ai,k Aj,k =

n
X

Ai,k ATk,j ,

k=1

where ATk,j is an element of the transpose of A. The cocitation matrix C is then the n × n matrix with
elements Ci,j and is therefore equal to:
C = AAT .
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Note that C is a symmetric matrix. One can either see this by thinking directly about the definition,
or else by writing down the matrix algebra: C T = (AAT )T = AAT = C. (Recall that for matrices
generally, whenever DE is defined we have that (DE)T = E T D T .)
Given the matrix C we can then define a cocitation network, in which there is an edge between distinct
nodes i and j if Ci,j > 0 (we insist that there are no self-edges). When there is an edge between i and j, we
define the weight of that edge to be Ci,j . In this way node pairs cited by more common neighbours have
a stronger connection (more heavily weighted edge) than those cited by fewer. Note that the cocitation
network is also undirected, as was our original intention. Note also that C is not quite the weighted
adjacency matrix corresponding to the network we have defined – this is because we have insisted that
there should be no self-edges in the network, while the diagonal element Ci,i records the number of nodes
in the original directed network that have edges to i. So the network’s adjacency matrix is equal to the
cocitation matrix but with all the diagonal elements set to zero.
Question 5. Explain why Ci,i records the number of nodes in the original directed network that have
edges to i.
3.3.2. Bibliographic coupling. Bibliographic coupling is similar to cocitation, but works ‘in reverse’. The
bibliographic coupling of two nodes in a directed network is the number of other nodes to which both
point. In a citation network, for example, the bibliographic coupling of two papers i and j is the number
of other papers that are cited by both i and j.
If A is the adjacency matrix of the network, then the bibliographic coupling of two nodes i and j is:
n
n
X
X
ATi,k Ak,j ,
Ak,i Ak,j =
Bi,j =
k=1

k=1

so that the bibliographic coupling matrix B with entries Bi,j satisfies:
B = AT A.

Although cocitation and bibliographic coupling are mathematically similar measures they can give
very different results.
Question 6. Can you think of advantages in considering bibliographic coupling rather than cocitation?
3.4. Trees. Throughout this subsection on trees we shall deal with undirected networks. If (G, E) is
an undirected simple network and (a, b) ∈ E, then we may refer to this ordered pair as an edge of the
network. The ordered pair (b, a) is then regarded as being the same edge as (a, b). When we say that an
(undirected) network is connected, we mean that every node of the network is reachable from every other
via some path through the network.
Definition 3.1. A network is connected if for every pair of nodes a and b in the network, there exists
a path from a to b.
In general, a network might consist of two or more parts, disconnected from one another:
Definition 3.2. If (G, E) is a network, then by a component of the network we mean a set of nodes
G0 ⊆ G which is connected (so that for any a, b ∈ G0 there exists a path from a to b), and is not properly
contained in any connected superset G00 ⊃ G0 ).
So if a network is connected, then it has just one component. If it isn’t connected, then it will have more
than one component. Figure 8 shows (a) a connected network, and (b) a network which is not connected,
and which has three components.

MATHEMATICS OF NETWORKS

(a)

15

(b)

Figure 8. (a) has one component, while (b) has three.

Figure 9. A tree

Now the rough idea is that we want to define a tree to be the kind of network which allows it to be
depicted as in Figure 9, with a root node at the top and a branching structure going down. Certainly
such networks are connected: the idea is that we shall be able to define a tree as a connected network
without loops. How exactly should we define what is meant by a loop though? We could simply define it
to be a path from any node a to itself of length > 0 (so which traverses at least one edge). The problem
with this is that whenever there is an edge between a and b, the sequence a, b, a would then constitute a
loop. Instead, we begin with the notion of a simple path, which is defined in terms of edges rather than
nodes:
Definition 3.3. A simple path in a network (G, E) is a sequence (a0 , a1 ), (a1 , a2 ), . . . , (an−1 , an ) of
consecutive edges in E, such that each edge in E appears at most once in the sequence. We also refer to
(a0 , a1 ), (a1 , a2 ), . . . , (an−1 , an ) as a simple path from a0 to an of length n.
Definition 3.4. By a simple loop we mean a simple path from any node to itself.
With this definition in place, we can then proceed as planned to define trees as a special type of
connected network, in which there don’t exist any simple loops:
Definition 3.5. A tree is a connected network that contains no simple loops.
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Note that trees must be simple networks. When we depict trees in a rooted manner, as seen previously in
Figure 9, with a root node at the top and a branching structure going down, the vertices at the bottom
which are connected to only one other node are called leaves. You should verify for yourself that a tree
has no particular root – the same tree can be drawn with any node as the root node. In some applications,
though, there will be an obvious choice as to which node should be made the root.
If every component of a network (G, E) is a tree, then the network itself is called a forest. So a forest
is a network which is made up of a number of trees. If a forest is connected then it is also a tree.
Perhaps the most important property of trees is that there is exactly one simple path between any
pair of distinct nodes.
Theorem 3.6. A simple network is a tree iff there is exactly one simple path between any pair of distinct
nodes.
Proof. Suppose that (G, E) is a simple network, and that there is exactly one simple path between every
pair of distinct nodes in G. It immediately follows that (G, E) is connected. Now if (G, E) contained a
simple loop, (a0 , a1 ), (a1 , a2 ), . . . , (an−1 , an ), then (a0 , a1 ), . . . , (an−2 , an−1 ) and (an , an−1 ) would be two
distinct simple paths from a0 to an−1 , a contradiction.
For the implication in the other direction, suppose that (G, E) is a tree (so that (G, E) must certainly
be simple). The fact that it is a tree means that there exists at least one simple path between any pair of
distinct nodes, because (G, E) is connected. If there exist two distinct simple paths between nodes a 6= b,
let these be (c0 , c1 ), . . . (cn−1 , cn ) and (d0 , d1 ), . . . , (dm−1 , dm ), where c0 = d0 = a and cn = dm = b.
Let i be the least such that (di , di+1 ) is a different edge than (ci , ci+1 ). Let j be the least > i such
that (dj , dj+1 ) is the same as one of the edges (cj 0 , cj 0 +1 ), or if there exists no such then let j = m and
j 0 = n. Then the sequence (di , di+1 ), . . . , (dj−1 , dj ), (cj 0 , cj 0 −1 ), . . . , (ci+1 , ci ) is a simple loop. This gives
the required contradiction.

The next two results give an alternative way of defining trees.
Definition 3.7. If (G, E) is a network and e is an edge of the network, then (G, E) − e is the network
which results from removing the edge e from (G, E).
Theorem 3.8. A tree with n nodes has n − 1 edges.
Proof. We prove the result by induction on n, the number of nodes. The result is obviously true for
n = 1, 2 or n = 3. Suppose that the result holds for all trees with fewer than n nodes. Let (G, E) be a
tree with n nodes, and let e be an edge between a and b. This means that the only simple path between
a and b is e, and that (G, E) − e is disconnected and consists of two components T1 and T2 say. Each of
these components is a tree. Let n1 and n2 be the number of vertices in T1 and T2 respectively, so that
n1 < n and n2 < n and n1 + n2 = n. By the induction hypothesis the number of edges in T1 and T2 are
respectively n1 − 1 and n2 − 1. So the number of edges in (G, E) is n1 − 1 + n2 − 1 + 1 = n − 1, which
completes the induction step.

Theorem 3.9. A connected network with n nodes and n − 1 edges is a tree.
Proof. Let (G, E) be a connected network with n nodes and n−1 edges. Suppose towards a contradiction
that G contains a simple loop (a0 , a1 ), . . . , (an−1 , an ). In this case we can remove the edge (an−1 , an ) and
the resulting network will still be connected. Once the edge is removed, we can then ask again whether
or not there exist any simple loops in the resulting network, and if so then remove an edge to produce
a network which is still connected. So continue in this way until the resulting network H has no simple
loops but is connected, and so is a tree. Since H is a tree with n nodes, it has n − 1 edges (by the previous
result). This contradicts the fact that we started with n − 1 edges and then removed some.
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Figure 10. The non-planar networks K5 and U G.

Question 7. In the proof of Theorem 3.8, fully justify the step which claimed that (G, E) − e consists of
precisely two components T1 and T2 .
3.5. Planar networks. A planar network is one that can be drawn on the plane (i.e. two dimensional
Euclidean space) without any of the edges crossing. Any tree, such as that depicted in Figure 9 is a
planar network. Note that most planar networks can be drawn in such a way that some edges do cross –
the point is that there should be some way of drawing them so that no edges cross. Both of the networks
depicted in Figure 8 are planar, for example.
In fact most of the networks we consider in this course will not be planar unless they are trees, so
we shan’t spend too much time considering planar networks here. We simply note two basic facts about
planar networks without proof:
Fact 1. Any planar network can be four-coloured. This means that we can choose any four colours and
assign one of those colours to each node, in such a way that any two nodes connected by an edge have
different colours. This fact – the famous “Four Colour Theorem” – was notoriously difficult to prove. The
proof was also interesting in that it required computers to check through a large number of cases in order
to verify the result, meaning that many people questioned whether it could really be considered a “proof”.
Fact 2. Before stating this fact, we need some terminology. If (G, E) is a network, then by a subnetwork
we mean a network whose set of nodes G0 is some subset (not necessarily proper) of G and whose set of
edges is some subset of the edges in E which connect nodes in G0 . It is a theorem originally proved by
Pontryagin in 1927, but named after Kuratowski who gave an independent proof a few years later, that
any network is planar iff it does not have either K5 or U G as a subnetwork, see Figure 10.
Definition 3.10. If (G, E) is a network, then by a subnetwork we mean a network whose set of nodes
G0 is some subset (not necessarily proper) of G and whose set of edges is some subset of the set of edges
in E which connect nodes in G0 .

3.6. Degrees. We previously defined the degree of a node to be the number of edges connected to it.
We made that definition for networks without self-edges, however. For dealing with networks that have
self-edges, it is convenient to assume that each self-edge from a to a contributes two to the degree of a. If
ki is the degree of node i, then for an undirected network of n nodes the degree can be written in terms
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of the adjacency matrix:
(3.10.1)

ki =

n
X

Ai,j .

j=1

(So here we are using the convention that each self-edge from a to a contributes 2 to Ai,i .) Each edge
in an undirected network has two ends, and so contributes 2 to the total sum of all degrees. If the total
number of edges is m, we therefore have:
(3.10.2)

2m =

n
X

ki ,

i=1

or
n

(3.10.3)

1X
1X
Ai,j .
ki =
m=
2 i=1
2 i,j

The mean degree c of a node in an undirected network is:
n

c=

1X
ki ,
n i=1

which combined with (3.10.2) gives:
(3.10.4)

c=

2m
.
n


Now the maximum number of edges in a simple network with n nodes is clearly n2 = 12 n(n − 1). We
can then use this to define the density ρ of a network as the proportion of all of these possible edges
which are actually present:
(3.10.5)

ρ=

m

n =
2

2m
c
=
,
n(n − 1)
n−1

where the last equality follows from (3.10.4).
The density of network models. Later on we shall often be interested in probabilistic network models.
These are models, which given any n as input produce a network with n nodes in a probabilistic fashion.
We’ll be interested in these models when there is some reason to believe that they produce networks which
are like real world networks of some particular kind, and so we can therefore study the mathematical
model in order to gain some understanding of real networks. Now for some network models, the expected
density ρ might tend to a constant as n → ∞. Network models of this kind we shall refer to as dense.
For most of the network models we will consider, however, we shall find that ρ → 0 as n → ∞. We
shall refer to models of this kind as sparse. As an example, suppose we wanted to define a model which
would produce networks which look like the real world network of friendship connections. Presumably
this should be a sparse model, because we do not expect everybody to double their number of friends
simply because the worldwide population doubles!
3.7. Paths. We already defined paths and simple paths. Another variant is a self-avoiding path: these
are paths a0 , . . . , an in which no nodes are repeated, i.e. there does not exist i 6= j for which ai = aj . A
Hamiltonian path is a special sort of self-avoiding path which visits each node exactly once.
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Question 8. Consider a directed network (G, E). The in-degree of a node u in the network is the number
of edges from other nodes to u, while the out-degree of u is the number of edges which go from u to other
nodes. By an Eulerian path, we mean a simple directed path which includes every edge in E. Show that
if the network has an Eulerian path then either (a) every node has the same in-degree as out-degree, or
(b) there exist precisely two nodes which do not have the same in-degree as out-degree. If (b) holds, what
can be said about the in and out-degrees of those two nodes?
It is not difficult to calculate the number of paths of a given length r on a network. For either a
directed or an undirected simple network the element Ai,j is 1 if there is an edge from j to i and is 0
otherwise (note that in the adjacency matrix for a directed network we set Ai,i equal to the number of
edges from i to i). We will consider only simple networks now, but the analysis is easily generalised to
work for networks which are not simple. Then the product Ai,k Ak,j is 1 if there is a path of length 2
(2)
from j to i via k, and is 0 otherwise. The total number Ni,j of paths of length 2 from j to i via any
other node is then:
(3.10.6)

(2)

Ni,j =

n
X

Ai,k Ak,j = [A2 ]i,j .

k=1

As before, [.]i,j denotes the ijth element of a matrix (i.e. the element on the ith row and jth column).
Similarly we find that the product Ai,k Ak,l Al,j is 1 if there is a path of length 3 from j to i via l and
k in that order, and is 0 otherwise. Thus the total number of paths of length 3 from j to i is:
n
X
(3)
(3.10.7)
Ni,j =
Ai,k Ak,l Al,j = [A3 ]i,j .
k,l=1

Generalising to paths of length r we have
(3.10.8)

(r)

Ni,j = [Ar ]i,j .

Throughout this course we shall try to assume as little background knowledge as possible. Nevertheless
we shall have to rely on some basic definitions and results from linear algebra (beyond basic things like
how matrix multiplication works). In order to make it entirely clear which facts we are making use of, we
shall enumerate them as we go along. For those of you who remember these definitions and facts, that’s
great. If you don’t then you can either simply accept them as we list them, or else refer to a standard
text to refresh your memory. We’ll assume that all matrices considered have real number entries. Here
are our first three facts from linear algebra:
Linear Algebra fact 1. λ is defined to be an eigenvalue of the matrix A if there exists a vector u such
that Au = λu. In this case u is called an eigenvector corresponding to the eigenvalue λ.
Linear Algebra fact 2. The trace T r(A) of a matrix A is defined to be the sum of the diagonal entries.
If A is symmetric (i.e. A = AT where AT is the transpose of A) then the trace is also the sum of the
eigenvalues of A.
Linear Algebra fact 3. If the matrix A is symmetric, then one can find n linearly independent
eigenvectors for A. In fact one can find U and K such that K is a diagonal matrix whose non-zero
entries are the eigenvalues of A, and U U T = I for I the identity matrix and:
A = U KU T .
We previously considered simple loops, which were paths from a node to itself which traverse each
edge at most once. Let’s define a loop to be a relaxed version of that: a loop is path from a node to
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itself. A special case of (3.10.8) is when i = j, so that we are counting the number of loops from i to i.
The total number Lr of loops of length r anywhere in the network is then the sum of the number from
all possible starting points i:
n
X
(3.10.9)
Lr =
[Ar ]i,i = T r(Ar ).
i=1

Be careful to note though, that this expression counts separately loops consisting of the same nodes in
the same order but with different starting positions, so that the loop 1 → 2 → 3 → 1 counts as a different
loop than 2 → 3 → 1 → 2. The expression also counts 1 → 2 → 3 → 1 and 1 → 3 → 2 → 1 separately
(i.e. it counts as a separate loop when we go in the opposite direction).
We can also express (3.10.9) in terms of the eigenvalues of the adjacency matrix. We’ll deal here
with the case of undirected networks, since they have symmetric adjacency matrices and this makes the
analysis a little simpler. For those who are interested in the analysis for undirected matrices, I have
placed a note on Moodle dealing with that case (those are non-examinable notes, which are just for those
who are curious). We saw in “Linear Algebra Fact 3”, that we can write:
A = U KU T ,
where K is the diagonal matrix of eigenvalues and U U T = I. This means that:
Ar = (U KU T )r = U K r U T ,
and the number of loops is:
(3.10.10)

Lr = T r(U K r U T ) = T r(U T U K r ) = T r(K r ) =

n
X

λri ,

i=1

where λi is the ith eigenvalue and we have made use of the fact that in general T r(DE) = T r(ED).
3.8. Components in directed networks. When we looked at trees earlier on, we considered components for undirected networks. Basically a component was a maximal connected subnetwork. For directed
networks, however, perhaps it isn’t so immediately clear how components should be defined. We therefore
consider (at least) two different kinds:
Weakly connected components. As mentioned previously, one can form an undirected network from
a directed one in a number of different ways, but one particularly simple way is simply to forget about
the direction of each edge. A weakly connected component of the original directed network is simply a
component of the undirected network that results when we neglect edge directions.
Strongly connected components. If (G, E) is a directed network, then a subset G0 ⊆ G is strongly
connected if for any two a, b ∈ G0 there exists a path (in the directed network, so following edges only in
the correct direction) from a to b. G0 is a strongly connected component if it is strongly connected and
is not a proper subset of any strongly connected set of nodes G00 ⊆ G.
3.9. Eigenvector centrality. One of the tasks in evaluating a given network, is to consider the importance, or centrality, of nodes in that network. We have already seen one such centrality measure – the
degree of a node often gives a good indication of its significance in the network. An important website,
for example, may have many links to it and so would have high in-degree in the network representation
of the World Wide Web. Similarly, a significant scientific paper would normally be cited by many others
and so would have high in-degree in the citation network. Sometimes the degree of a node is called its
degree centrality for this reason.
We can extend the simple notion of degree centrality to give a slightly more sophisticated notion, which
is called eigenvector centrality. The basic idea is as follows. One can think of the degree centrality
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as giving one “centrality point” for each neighbour that the node has in the network. One might think
that not all neighbours should be considered equivalent, however – surely a node should be considered
more important if it is connected to other nodes which are themselves significant. This is the idea behind
eigenvector centrality: each node should be awarded a score proportional to the sum of the scores of its
neighbours. Let’s define precisely how it works.
• We consider a stage by stage process, during which we form better and better estimates of the
centrality of each node. At stage 0 we start by putting the centrality xi of each node i to be 1.
• At stage 1, we can then form a better guess x0i as to the centrality of each node i, by defining x0i
to be the sum of the centralities of i’s neighbours:
X
x0i =
Aij xj ,
j

where Aij is the corresponding entry of the adjacency matrix. At this point, our guess as to
the centrality of a node is just its degree. Now we can continue the stage by stage process, by
multiplying by A at each stage.
• After t steps we have a vector of centralities x(t) given by:
x(t) = At x(0).
• We can better understand what x(t) looks like, by writing x(0) in terms of the eigenvectors. So
let us write x(0) as a linear combination of the eigenvectors v i :
X
x(0) =
ci v i ,
i

for some choice of constants ci .
Question 9. Why can we write x(0) as a linear combination of the eigenvectors? (Feel free to refer to
our “Linear Algebra facts”.)
• We then have:
x(t) = A

t

X
i

ci v i =

X
i

ci κti v i

=

κt1

X
i


ci

κi
κ1

t
vi ,

where κi is the eigenvalue corresponding to v i and κ1 is the largest eigenvalue.
Linear Algebra fact 4. In linear algebra, there is a theorem called the Perron-Frobenius Theorem, which
ensures that the adjacency matrix will have a largest eigenvalue with a single eigenvector corresponding
to it (so long as the network is connected anyway – for networks which are not connected we can treat
connected components separately).
t
κi
will tend to 0 exponentially
κ1
c1 κt1 v 1 . So, in the limit the vector

• For all i 6= 1 we have that κi /κ1 < 1, which means that the term



quickly as t → ∞. In the limit t → ∞ we therefore get x(t) →
of centralities simply becomes proportional to the leading eigenvector, i.e. that corresponding to
the largest eigenvalue.
• We could therefore define the eigenvector centrality of i, to be the ith entry in v 1 , the leading
eigenvector. A slight difficulty with this is that v 1 is not normalised – any multiple of an eigenvector is also an eigenvector. So we normalise by making all entries add to n, which is the number
of nodes in the network.
Question 10. Explain why the eigenvector centrality of all nodes will be non-negative. Hint: note that
all entries of x(0) were non-negative, and that the same is true of the adjacency matrix.
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Question 11. Show that the eigenvector centrality of a node is proportional to the sum of the eigenvector
centralities of its neighbours. i.e. if i and j are nodes and the sum of the eigenvector centralities of i’s
neighbours is λ times the sum of the eigenvector centralities of j’s neighbours, then the eigenvector
centrality of i is λ times that of j.
Linear Algebra factP6. For two vectors u = [u1 , u2 , . . . , un ] and v = [v1 , v2 , . . . , vn ], the dot product
n
u · v is defined to be i=1 ui vi . The vectors u and v are said to be orthogonal if u · v = 0. A basis is
said to be orthonormal if every vector in the basis is of length 1, and if every pair of distinct vectors in
the basis are orthogonal. It’s a result in linear algebra that any symmetric (real valued) matrix has an
orthonormal basis of eigenvectors – this is really just a restatement of Fact 3.
Question 12. Let us say that a network is k-regular, if every node has degree k (note that k may be
much less than the number of nodes). Consider a connected network which is k-regular.
(a) Show that the vector 1 = [1, 1, 1, . . . ] is an eigenvector of the adjacency matrix with eigenvalue k.
(b) Choose an orthonormal basis of eigenvectors for the adjacency matrix (which we can do according
to Linear Algebra Fact 6). By using the fact that the eigenvectors are orthogonal, show that no
other eigenvector has all elements positive. It’s a consequence of the Perron-Frobenius Theorem
that the eigenvector with largest eigenvalue always has all elements non-negative. Conclude that
all nodes in the network must have the same eigenvector centrality.

MATHEMATICS OF NETWORKS

23

4. Strong and weak ties
In the last section we considered notions and methods for network analysis which, other than perhaps
the eigenvector centrality, are common notions from graph theory. In this section, we begin to consider
forms of analysis which are peculiar to network science and the drive to understand interactions on real
networks. In order to do so, we start by considering some research by Mark Granovetter back in the 1960s.
Granovetter interviewed people who had recently changed job, in order to find out how they discovered
their new jobs. Unsurprisingly (and in line with previous research) he found that many people found out
about their new jobs through personal contacts. More strikingly, though, these personal contacts were
often described by those interviewed as ‘acquaintances’ rather than friends. This is perhaps surprising –
you might have thought that close friends would have more motivation to help you when between jobs
and so would be more likely to pass on the required information. Granovetter set out to explain this
phenomenon through an understanding of network effects. The analysis, at least as we’ll describe it here,
is fairly simplistic and perhaps overly idealised. Nevertheless it demonstrates very well some very useful
ideas that can be applied as a way of thinking about the architecture of social networks more generally.
In order to describe these ideas, we first of all need to consider in more detail the notion of ‘clustering’.
4.1. Triadic closure and clustering. We already came across the following basic principle earlier on:
If two people u and v in a social network have a friend in common, then this increases the
likelihood that u and v are themselves friends.
We shall refer to this principle as triadic closure – this name comes from the fact that if there are edges
between u and v and the common friend w, then the existence of an edge also between u and v closes a
triangle in the network.
The Clustering Coefficient. The clustering coefficient is one way of formalising the extent to which
triadic closure holds in a network. The clustering coefficient of a node u is the probability that two
randomly chosen neighbours of u have an edge between them. So it is the fraction of the pairs of
neighbours of u which have edges between them. So in Figure 11(a), for example, the node A has
clustering coefficient 16 . In (b), where more edges have been added in, the clustering coefficient of A
is now 21 – you should check these calculations for yourself. In general the clustering coefficient ranges
between 0 and 1.
4.2. The strength of weak ties. The notion of triadic closure turns out to be one of the crucial ideas
needed in order to unravel what is happening with Granovetter’s interview subjects. There are a couple
of further ideas required though...
Bridges and local bridges. Let’s start by positing that information about good jobs is reasonably hard
to come across – if somebody tells you about a good job opportunity this implies that they have access
to a source of information that you do not. Now consider this observation in the context of the network
of contacts depicted in Figure 12. Note that A has four friends B,C,D and E but that the nature of the
connection between A and B is different than that with C,D and E. While A,C,D and E form a close-knit
group of friends who all know each other and are likely to have access to the same information sources,
the connection with B seems to bring access to a different part of the network. One might suggest that
B is likely to come across information that A would otherwise not hear about. How can we make precise
this idea that the connection with B is qualitatively different? One way to do this is to define an edge
between two nodes to be a bridge if removing that edge would cause those two nodes to lie in separate
components of the network, i.e. if that edge is the only possible simple path between the two nodes. In
Figure 12 we can then note that the edge between A and B is a bridge, while the edges between A and
his other friends are not.
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Figure 11

Figure 12. The edge between A and B is a bridge

The notion of a bridge is a useful one, but turns out to be too strong to apply very often in real social
networks. In real life, even when one is not aware of a path of connections between you and a friend, it is
very likely that one exists. Unbeknownst to A, for example, the network of contacts in Figure 12 might
actually be embedded in a network like that depicted in Figure 13. In this larger network, A might not
realise it, but the edge between A and B is not the only simple path between them. We therefore need
to consider a slightly weaker notion. We define an edge between two nodes A and B to be a local bridge
if A and B have no neighbours in common – in other words, deleting the edge would increase the length
of the shortest path between A and B by at least 2. One can also calibrate the extent to which removing
the edge will increase the length of the two nodes: the span of a local bridge is the geodesic distance the
two nodes would be from each other if the edge was deleted. So in Figure 13 the span of the local bridge
between A and B is 4. Now the idea is that a local bridge with at least a reasonably large span, will play
a role similar to that of a bridge, but in a less extreme way. They provide their endpoints with access to
parts of the network that they would otherwise be far away from.
Strong ties and triadic closure. So far, then, we have introduced the formal notion of local bridges,
and it seems reasonable to suggest that if A is connected to B by a local bridge with a reasonably
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Figure 13. The edge between A and B is a local bridge

large span, then this edge connects A to a part of the network which he would otherwise be far away
from, and thus this is a connection which might provide A with information that he might otherwise not
receive. This doesn’t yet explain why Granovetter’s interviewees often described getting their information
from acquaintances rather than close friends though – why should local bridges often represent weak
connections? In order to be able to discuss this idea, we need to be able to talk about the strength of
connections. One could do this in various ways. We could consider a weighted network, for example, in
which a real number is attached to each edge indicating the strength of the connection. For now, though,
in order to keep the analysis simple, we’ll just make a very simple distinction between connections which
are weak and strong. So each edge will simply be labelled as either a weak tie or a strong tie. If we label
the edges in Figure 13 in this way, for example, then we might get something like the network depicted
in Figure 14.
Now we finally get to see how triadic closure comes into the picture. How should the strength of
connections affect triadic closure. Well it certainly seems reasonable to suggest that if a node A has edges
to B and C, then the edge between B and C is especially likely to form if the edges from A to be are
both strong ties. If the existence of those edges makes the B-C edge more likely, then surely the stronger
those connections, the greater the increase in likelihood is going to be. This is a slightly vague statement
though. Granovetter suggested a more formal (and somewhat more extreme) version of this as follows:
We say that a node A violates the Strong Triadic Closure Property if it has strong ties
to two other nodes B and C, and there is no edge at all (either a strong or a weak tie)
between B and C. We say that a node A satisfies the Strong Triadic Closure Property if
it does not violate it.
In Figure 14, for example, every node satisfies the Strong Triadic Closure Property. If we were to modify
the labelling, however, so that the edge between A and F is a strong tie, then A (and also F) would violate
the Strong Triadic Closure Property. Node A would then have strong ties to E and F without there being
an edge between E and F. Now the Strong Triadic Closure Property is presumably too strong for us to be
able to reasonably expect all nodes in a large network to satisfy it, but it is nevertheless a useful step as
an abstraction to reality which allows us to draw some interesting conclusions. In particular, we can now

26

GEORGE BARMPALIAS

Figure 14. Edges labelled strong or weak

establish the following claim, which gives a plausible explanation for Granovetter’s findings and explains
why local bridges should be weak ties:
Claim: If a node A in a network satisfies the Strong Triadic Closure Property and is
involved in at least two strong ties, then any local bridge it is involved in must be a weak
tie.
In order to prove the claim, we can reason as follows. Let’s suppose that A satisfies the Strong Triadic
Closure Property and is involved in at least two strong ties, but that it is also involved in a local bridge
which is a strong tie. Let’s suppose that the local bridge is an edge between A and B. Since A is involved
in at least two strong ties, it must also have a strong tie to another node, C say. But then the fact that A
satisfies the Strong Triadic Closure Property means that there must be an edge between B and C. This
contradicts the idea that the edge between A and B is a local bridge, since there is also a path from A
to B via C which is of length 2.
Question 13. By considering the networks in Figures 15, 16 and 17 answer the following:
(1) For the network in Figure 15, if all nodes satisfy the Strong Triadic Closure Property, how should
the edge between b and c be labelled?
(2) Which nodes in the network depicted in Figure 16 satisfy the Strong Triadic Closure Property?
(3) Which two nodes in Figure 17 violate the Strong Triadic Closure Property?
Question 14. Consider a simple network with n nodes, in which there exists a simple path which visits each node of the network precisely once and involves only strong ties (the path, not necessarily the
network). Suppose every node in the network satisfies the Strong Triadic Closure Property.
(1) What is the minimum possible number of edges in the network?
(2) Now suppose every node A satisfies the Very Strong Triadic Closure Property, which means that
if there are strong ties between A and B and between A and C, then there must be a strong tie
between B and C. In this case show that there cannot be any weak ties in the network.
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Figure 15

Figure 16

Figure 17
4.3. Testing ideas on real data. The analysis provided by Granovetter makes precise predictions,
which one can then test on real data. For many years after Granovetter’s initial study, his predictions
were largely untested on large social networks, largely due to the difficulty in finding accurate data. This
situation changed quite dramatically once digital data starting becoming available. Now extensive studies
have been done on data from Twitter, Facebook and other large social networks.
We’ll concentrate here on a study done by Onnela et al., which analysed the entire who-talks-to-whom
network maintained by a mobile phone provider, covering nearly 20% of a national population. In this
network nodes are individuals, and there is an edge between two nodes if calls are made in both directions
over a particular 18 week observation period.
In the abstract analysis above, we considered a very simple division of connections into two sorts,
either strong or weak. In this context, though, it makes sense to consider a weighted network, in which we
associate with each edge a real number which indicates the total number of minutes that the corresponding
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Figure 18. A plot of neighbourhood overlap (x-axis) against connection strength (yaxis) for the mobile network data.

pair of nodes spent on phone calls between them. Since the number of local bridges is quite small, it also
makes sense to soften this notion so as to give a scale of values rather than a simply dichotomy in which
each edge is either a local bridge or not. One way to do this is to consider the neighbourhood overlap of
the edge connecting A and B to be:
number of nodes who are neighbours of both A and B
number of nodes who are neighbours of at least one of A or B
So if a node is a local bridge then the neighbourhood overlap will be 0, but we now have a scale of values
ranging between 0 and 1. Granovetter’s simple analysis suggests that we should expect edges which are
local bridges, or close to local bridges in the sense that they have small neighbourhood overlap values,
to be edges with small weights that indicate weak connections. Figure 18 shows the results coming from
the actual data. In fact Granovetter’s predictions are borne out very clearly by the data.
4.4. Network partitioning. In this section, we will consider how to formulate precise mathematical
definitions for another concept which was discussed informally in the earlier parts of this section. We
discussed a way of thinking about networks in terms of their ‘tightly knit’ regions and the weaker ties
that link those tightly knit regions together. We have formulated precise definitions for some of the
underlying concepts like clustering coefficient and the notion of a local bridge. We have not yet given
a precise definition as to what we might mean by a ‘closely knit region’, however, or how one might go
about dividing the network up into such regions. This will be our next aim: to describe a method that
will take a network as input and break it down into a set of tightly knit regions, with sparser connections
between those regions. We refer to this as the problem of network partitioning – of task of breaking the
network down into regions which are tightly knit clusters of nodes.
To give some idea as to what we hope the methods we are developing will achieve, let’s go back to the
karate club example that we considered earlier in Figure 1. In that karate club a dispute between the
club president (node 34) and the instructor (node 1) caused the club to split in two. Figure 19 shows
how the club split into two factions. A natural question then becomes whether or not the structure itself
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Figure 19. The karate split into two factions, indicated here as white and red.

contains enough information to predict that fault line. We will see that the methods we develop here
predict very accurately the way in which the split could be expected to occur.
The Girvan-Newman method There are many different techniques for network partitioning, and
different techniques work better in different situations. We shall focus here on an approach described by
Girvan and Newman which has been applied very widely in recent years, and to social network data in
particular.
In order to motivate the approach, let’s begin by considering the network in Figure 20(a). Intuitively,
as indicated in Figure 20(b), it seems reasonable to divide the network into two regions, one consisting
of nodes 1–7 and the other consisting of nodes 8–14. Then within each of these regions there is a further
split: on the left into nodes 1–3 and nodes 4–6; on the right into nodes 9–1 and nodes 12–14. So, to
partition the network, it seems a first reasonable move would be to remove the edge between 7 and 8,
leaving two components (1–7 and 8–14).
Why should we remove the edge between 7 and 8 first? As a first approximation, since bridges and
local bridges often connect weakly interacting parts of the network, one might suggest that bridges and/or
local bridges should be removed. This is an idea along the right lines, but suffers from a couple of issues:
• Firstly, when there are several bridges, it doesn’t tell us which to remove first, even there there
will often be some choices which are clearly better than others. In Figure 20, for example, there
are five bridges, but removing the edge between 7 and 8 certainly seems the best choice.
• Another problem is that in many networks there will be no bridges or even local bridges, even
though there may be a natural division into different regions.
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Figure 20

Question 15. Construct a network with no bridges or local bridges, but for which you feel it is reasonable
to partition the graph into distinct closely-knit regions.
If we think a little more generally about what bridges and local bridges are doing, however, we can
arrive at a notion which does better. Local bridges are important because they form part of the shortest
path between pairs of nodes in the network – without a particular local bridge, paths between many
pairs of nodes would have to be “re-routed” a longer way. We therefore define a notion of “traffic” on
the network and look for the nodes which carry most of this traffic.
Our notion of traffic is defined as follows.
• For each pair of nodes A and B that are connected by a path, we imagine one unit of “flow”
along the edges from A to B.
• If A and B belong to different connected components, then no fluid flows between them.
• The flow between A and B divides itself evenly along all the possible shortest paths from A to
B. So if there are k shortest paths from A to B, then 1/k units of flow pass along each one.
We then define the betweenness of an edge to be the total amount of flow it carries counting flow
between all pairs of nodes along this edge.
As an example, let’s consider the betweenness of the edges in the network of Figure 20.
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• Consider the edge between 7 and 8. For each node A in the left half of the graph and each node
B in the right, their full unit of flow passes through the edge between 7 and 8. On the other
hand no flow passing between pairs of nodes that both lie in the same half uses this edge. So the
betweenness of this edge is 7 × 7 = 49.
• The edge between 3 and 7 carries the full unit of flow from each node among 1,2, and 3 to each
node among 4–14. So the betweenness of this edge is 3 × 11 = 33. The same is true for the edges
between 6 and 7, between 8 and 9, and between 8 and 12.
• The edge between 1 and 3 carries all the flow from 1 to every other node except 2. As a result
its betweenness is 12. This is also true of all other edges linked from 3,6,9 and 12 into their
respective triangles.
• Finally, the edge between 1 and 2 carries only flow between its endpoints, so its betweenness is
1. This holds for the edges between 4 and 5, between 10 and 11, and between 13 and 14.
Thus, thinking in terms of betweenness, we pick out the node between 7 and 8 as that which carries
the most traffic.
We are now ready to describe the Girvan-Newman method. It basically just amounts to iterating the
process we have just described.
(1) Find the edge of highest betweenness – or multiple edges of highest betweenness if there is a tie –
and remove these edges from the network. This may cause the network to separate into multiple
components. If so, this is the first level of regions in the partitioning of the network.
(2) Recalculate all betweennesses, and again remove the edge or edges of highgest betweennness.
This may break some of the existing components into smaller components. If so then these are
regions nested within the larger regions.
(3) Continue in this way as long as edges remain in the network, in each step recalculating all
betweennesses and removing the edge or edges of highest betweenness.
Thus, as the network falls apart, first into larger regions and then into smaller ones, the method reveals
a nested structure in the tightly knit regions.
How well does the method work? Figure 21 shows the result when the method is applied to the network
of Figure 20. Probably you agree that the division into regions at each stage seems quite reasonable.
Girvan and Newman demonstrated the effectiveness of the methods by applying it to real world networks
and comparing with real data. When applied to Zachary’s karate club network of Figure 19, for example,
if the methods is used to remove edges until the network splits into two components, the resulting partition
agrees with the actual split that occurred in the club, except for just one node, the node numbered 9 in
the figure!
Zachary’s original analysis of the karate club employed a different approach to reasoning in terms of
the network structure. He first added to the network numerical estimates of tie strength for the edges. He
then identified a set of edges of minimum total strength whose removal would place node 1 and node 34
(the rival leaders) in different components, and he predicted this as the split. This technique of deleting
the edges of minimal total strength so as to separate two nodes, is known as finding a minimum-cut
and has many applications. We shall discuss it in more depth shortly. On the karate-club network the
minimum-cut approach produced exactly the same findings as the Girvan-Newman method – it correctly
predicted the actual split except for node 9. Interestingly Zachary traced the anomalous nature of node
9 to a fact that the network structure could not capture: at the time of the actual split, the person
corresponding to node 9 was three weeks away from completing a black belt, which he could only do with
the instructor.
Class exercise. Consider the network of Figure 22. What is the betweenness of the edge e? In general
how can one calculate the betweenness of bridges?
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Figure 21. The Girvan-Newman method applied to the network of Figure 20.

e

Figure 22

Question 16. Consider a ring of n nodes, where n is odd, i.e. G = {1, 2, . . . , n} for some odd n, and
there are edges between 1 and n, and between each i and i + 1 for i < n. What is the betweenness of each
edge in this network?
Question 17. Consider a tree with n nodes, where n is even, and where there are precisely two nodes of
degree 1 and all other nodes have degree 2. Which edge or edges will the first round of the Girvan-Newman
method remove? Justify your answer with a proof.
Question 18. Consider the network of Figure 23. What is the betweenness of edge a? How about edge
b?
Computing betweenness values. In the examples we have considered for network partitioning so
far (other than Zachary’s karate club), the networks have been artificially constructed with symmetries
which mean that betweenness values are not too hard to calculate. In general, however, betweenness
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b
a

Figure 23

Figure 24. Breadth-first search from A

values will not be so simple to calculate and it is vital to have an algorithm for calculating these values,
which can be carried out at least reasonably efficiently so long as the network is not too large. In this
section we describe quite a clever way to compute betweenness values efficiently.
We will consider the network from the perspective of one node at a time; for each given node we will
compute how the total flow from that node to all others is distributed over the edges. If we do this for
every node, then we can simply add up the flows from all of them to get the betweenness value for each
edge.
So let’s start by considering a particular node, and how we can determine the flow from that node to
all others on the network. As an example, consider the network depicted in Figure 24, focussing on how
the flow from node A reaches all other nodes of the network. We do this in three steps, each of which
will be explained in detail below:
(1) Perform a breadth-first search starting at A.
(2) Determine the number of shortest paths from A to each other node.
(3) Based on these values, determine the amount of flow from A to all other nodes that uses each
edge.
Step 1. Now let’s consider each of these steps in more detail. For the first step, we divide the network
up into layers. Layer 0, the top layer, consists just of A. Next we consider all those nodes which can
be reached from A by traversing just one edge. Layer 1, the layer below 0, consists of all those nodes
– the nodes which are geodesic distance 1 from A. Next we consider all those nodes, other than those
in layers 0 and 1, which can be reached from A by traversing two edges. These are the nodes in layer
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Figure 25. Counting shortest paths

2, i.e. the nodes at a geodesic distance 2 from A. Generally layer i consists of all those nodes which are
not in previous layers, and which can be reached from A by traversing i edges, i.e. the nodes at geodesic
distance i from A. It is easy to see that there can only be edges between nodes which are in the same or
adjacent layers.
Step 2. That’s the first step done, so now let’s consider how to count the number of shortest paths.
There is a very clean way to do this, by working down through the layers of the breadth-first search. To
motivate the idea, start by considering node I, in Figure 24 and Figure 25. All shortest paths from A to
I must either take their last step through F or through G. In fact, in order to be a shortest path to I, a
path must first be either a shortest path to F or else a shortest path to G, before taking the final step
to I. So the number of shortest paths to I is precisely the sum of the number of shortest paths to F and
the number of shortest paths to G.
We can generalise this idea easily. First we start with layer 1 – each of these nodes has only one
shortest path from A (since we are considering simple networks). Now as we proceed down through the
layers, the number of shortest paths to each node has to be the sum of the number of shortest paths
to each adjacent node in the layer above. Working down through the layers, we thus get the number of
shortest paths to each node, as depicted in Figure 25.
Step 3. Finally, we have to calculate the flow values to each edge resulting from shortest paths from A.
This time we take the structure built in steps 1 and 2 – the sequence of layers with each node being
labelled with the number of shortest paths – and we work from the bottom up. Let’s first consider our
running example, before describing the general process.
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A

Figure 26

• Starting at the bottom node K, we note that a single unit of flow comes to K from A. An equal
number of shortest paths to K come through I and J, so this unit of flow is equally divided over
the two incoming edges. Therefore we put a half unit of flow on each of these edges.
• Now we work upwards. The total flow arriving at I is equal to the one unit actually destined
for I, plus the half unit passing through on its way to K, meaning a total of 3/2. Now we have
to decide how this amount gets divided between the edges to G and H. Since there are twice as
shortest paths to F as to G, twice as much should pass along the edge to F as the edge to G. So
we put one unit of flow on the edge to F and a half unit on the edge to G.
• We continue in this way working our way through the layers until all edges are labelled with the
appropriate volume of flow.
From this example it is not difficult to extract the general principle. When we get to a node X in the
structure built by the end of step 2, working up from the bottom, we add up all the flow arriving from
edges directly below X, plus 1 for the flow destined for X itself. We then divide this up over the edges
leading upward from X, in proportion to the number of shortest paths coming through each edge.
Question 19. Carry out steps (1)–(3) as described above, relative to the node A in the network shown
in Figure 26.
This basically completes the description of the algorithm. We carry out the three steps described for
each node of the network. For each node we get a flow for for each edge, and then for each edge we
add all of these flow values together. One final step is that so far we are counting the flow between each
pair X and Y twice (once when we carry out the procedure relative to X and once when we carry it out
relative to Y), so in the end we divide all values by two to avoid this double counting.
4.5. Max-flow min-cut. We remarked previously that Zachary considered a method for partitioning
his karate club network, which was different than the Girvan-Newman method, but which gave the same
results in that instance. The method he used was the min-cut method, which we will describe in this
section. Zachary applied the method to weighted networks. We will also consider weighted networks
eventually. To begin with though, we consider an analysis for unweighted networks without self-edges,
but which might have multi-edges.
First of all we need some terminology. Given two nodes in a network, there may be many paths
between them. Most of these paths however, will not be independent, i.e. they may share edges or nodes.
We can consider two types of independent paths:
• Two paths are edge-independent if they share no edges.
• Two paths are node-independent if they share no nodes.
Both notions are interesting, but for now we’ll focus on the notion of edge-independent paths, so by
independent we’ll mean edge-independent. The maximum number of independent paths between two
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vertices, is then called the connectivity of this pair of nodes. Note that if one can find x many paths
independent paths between two nodes u and v, this choice of x independent paths might not be unique.
Class Exercise. Construct a network which have connectivity two, and such that there is more than
one way of choosing two independent paths between the nodes.
The connectivity of a pair of nodes can be thought of as a measure of how strongly connected the
nodes are. Now we need a couple more definitions.
Definition 4.1. A cut set for the vertices u and v is a set of edges whose removal will disconnect u and
v. A minimum cut set is a cut set of minimum possible size.
The following theorem (which we state without proof) establishes the relationship between the connectivity of two nodes and the size of a minimum cut set.
Theorem 4.2 (Menger’s Theroem). If there is no cut set of size less than d between a pair of nodes,
then there are at least d independent paths between the same nodes.
Menger’s Theorem actually establishes that the connectivity and the size of a minimum cut set are
the same. In order to see this, note first that the theorem says directly that the connectivity is at least
the size of a minimum cut set. On the other hand, if there exist d0 independent paths between u and v
then any cut set must include an edge from each path, and so must contain at least d0 many edges. So
the size of a minimum cut set is at least the connectivity.
Menger’s Theorem also has an important corollary in terms of the maximum flow between two nodes.
In order to define this term, imagine a network of water pipes in the shape of some network of interest.
The edges of the network correspond to pipes and the vertices to junctions between the pipes. Suppose
that there is a maximum rate r, in terms of volume per unit time, at which water can flow through any
pipe (for now you can put r = 1 if you like). What then is the maximum rate at which water can flow
though the network from the vertex u to the vertex v? So to specify the maximum flow between u and
v we specify that water can only flow into the network at u and can only flow out of the network at v.
The rate at which water flows into any node, must equal the rate at which it flows out of that node. The
maximum flow between u and v is then the maximum rate at which water can flow through the network
from u to v.
Using Menger’s Theorem we can prove that the maximum-flow is equal to the number of edgeindependent paths times the pipe capacity r. An outline of the proof goes as follows. First observe
that if there are d independent paths between u and v each of which can carry water at a rate r, then
the network as a whole can carry water from u to v at a rate at least dr, i.e. dr is a lower bound on the
maximum flow.
On the other hand, by Menger’s Theorem, if d is the maximum number of independent paths between
u and v, we know that there exists a cut set of size d. If we remove one of the edges in this cut set then
the maximum flow will be reduced by at most r, since that is the maximum flow an edge can carry. Thus
if we remove all d edges in the cut set one by one, we remove at most dr of the flow. But since the cut
set disconnects u and v, the resulting flow is then 0. Hence the total capacity is at most dr, i.e. dr is an
upper bound on the maximum flow.
Finally, since dr is both an upper and a lower bound for the maximum flow, it must be equal to it.
The equality of the maximum flow, the connectivity and the size of the minimum cut set has important practical consequences because there are simple algorithms which can calculate maximum flows
quite quickly, and so which can be used to calculate connectivity and the size of a cut set also.
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Figure 27. Simulating weights with multi-edges

Min-cut on weighted networks. We can extend these ideas to simple weighted networks without
too much trouble. First of all we modify the definitions in the obvious ways. So now, in defining the
maximum flow, the capacity of an edge is its weight. A minimum cut set is a cut set such that the
sum of the weights on the edges has the minimum possible value. In picturing what is happening, one
might imagine a road network, in which different roads have different capacities, and we are interested
in determining the maximum rate at which traffic can flow from one node to another.
Maximum flows and minimum cut sets on weighted networks satisfy a (more general) theorem of the
same kind.
Theorem 4.3. The maximum flow between a given pair of vertices in a weighted network is equal to the
sum of the weights on the edges in a minimum cut set separating the two vertices.
We can prove this result by modifying the proof for unweighted networks.
Consider first the special case in which the capacities of all the edges in our network are integer are
integer multiples of some fixed capacity r. We then transform our network by replacing each edge of
capacity kr (with k integer) by k parallel edges of capacity r each. So if r = 1 we would get something
like in Figure 27.
It is clear that the maximum flow between any two vertices in the transformed network is the same as
that between the corresponding vertices in the original. At the same time the transformed network now
has the form of an unweighted network of the type we considered before, and hence, we can immediately
say that the maximum flow in the network is equal to the size in unit edges of the minimum edge cut set.
We note also that the minimum cut set on the transformed network must include either all or none of
the parallel edges between any adjacent pair of vertices; there is no point cutting one such edge unless
you cut all of the others as well-you have to cut all of them to disconnect the vertices. Thus the minimum
cut set on the transformed network is also a cut set on the original network, and moreover is a minimum
cut set (see Question 20). Thus the maximum flows on the two networks are the same, the minimum
cuts are also the same, and the maximum flow and minimum cut are equal on the transformed network.
It therefore follows that the maximum flow and minimum cut are equal on the original network.
Question 20. Justify the claim in the proof above that a minimum cut set in the transformed network
corresponds to a minimum cut set in the transformed network.
This demonstrates the theorem for the case where all edges are constrained to have weights that are
integer multiples of r. This constraint can now be removed, however, by simply allowing r to tend to
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zero. This makes the units in which we measure edge weights smaller and smaller, and in the limit edges
can have any weight – any weight can be represented as a (very large) integer multiple of r. Hence the
max-flow min-cut theorem in the form presented above must be generally true.
Question 21. If all edges have weight 1, what is the size k of the minimum cut set between nodes 1 and
34 in the karate network of Figure 19? Prove your result by finding one possible cut set of size k and one
possible set of k independent paths between 1 and 34. Why do these two actions constitute a proof that
the minimum cut set has size k?
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5. Structural Balance
In our discussion of networks so far, we have generally viewed connections between nodes as having
positive connotations. It’s an important fact, though, that sometimes relationships can be negative as well
as positive. Here we shall describe a rich part of social network theory that involves taking a network and
annotating its edges with positive and negative signs. Positive links represent friendships, while negative
links represent antagonism, and an important problem in the study of social networks is to understand
the tension between these forces. The notion of structural balance is one of the basic frameworks for
doing this.
5.1. Defining structural balance. We focus on probably the most basic model of positive and negative relationships, since it captures the essential idea. We’ll start by considering social networks in which
everybody knows everybody else. Such a network is called a clique or a complete network. We then label
each edge either + or −.
The basic idea behind structural balance works as follows. If we look at any two people in the group
in isolation they are either friends or enemies. When we look at sets of three people at a time, however,
certain configurations of +’s and -’s are socially and psychologically more plausible or stable than others.
There are four distinct ways (up to symmetry) to label the three edges among three people:
• If A, B and C have three pluses among them, this is a natural situation corresponding to three
people who are mutual friends.
• Having a single plus and two minuses is also natural: it means that two people are friends and
have a common enemy.
• A triangle with two pluses and one minus corresponds to a situation where A (say) is friends with
B and C, but B and C do not get along with each other. In this type of situation there may be
implicit forces pushing A to try and get B and C to become friends. This is perhaps not such a
stable configuration.
• Similarly, when A, B and C are all enemies there may be forces motivating two of the three people
to “team up” against the third. So again, this may not be such a stable configuration.
Based on this reasoning, we shall refer to triangles with one or three +’s as balanced, and we’ll refer
to triangles with zero or two +’s as unbalanced. The argument of structural balance theorists is that
because unbalanced triangles are sources of stress or psychological dissonance, people strive to minimise
them in their personal relationships, and hence they will be less abundant in real social settings than
balanced triangles.
Defining structural balance for networks. We extend the definition of balance to networks in the
obvious way. A complete network is balanced precisely when every one of its triangles is balanced. So in
Figure 28, for example, the first network is balanced, while the second is not. Our definition of balanced
networks here represents the limit of a social system that has eliminated all unbalanced triangles. As
such, it is a fairly extreme definition – for example, one could instead propose a definition which only
required that at least some large percentage of all triangles were balanced, allowing a few triangles to be
unbalanced. We’ll consider this idea later. But the version with all triangles balanced is a fundamental
first step in thinking about this concept; and as we will see next, it turns out to have very interesting
mathematical structure that in fact helps to inform the conclusions of more complicated models as well.
Characterising balanced networks. At a global level, what do balanced networks looks like? Obviously we can look at a network and determine whether it is balanced by inspecting each and every triangle
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Figure 28. Balanced and unbalanced networks
– but is there some sort of large scale property or structure which indicates whether a network is balanced?
Let’s first of all think about some simple possibilities. Certainly one way for a network to be balanced
is for everybody to like each other. The left hand side of Figure 28 though, suggests a more complicated
way for a network to be balanced. In that network there are two groups of friends {A, B} and {C, D}
and negative relationships between people in different groups. Actually, this is true in general – if the
network can be divided in two groups in such a way that connections within groups are positive and connections between groups are negative, then the network will be balanced (as you should check for yourself).
So this describes two basic ways to achieve structural balance: either everyone likes each other; or
the world consists of two groups of mutual friends with complete antagonism between the groups. The
surprising fact is the following: these are the only ways to have a balanced network. We formulate this
fact precisely as the following Balance Theorem, proved by Frank Harary in 1953. The theorem is perhaps surprising because we are taking a purely local property, namely the Structural Balance Property,
which applies to only three nodes at a time, and showing that it implies a strong global property: either
everyone gets along, or the world is divided into two battling factions.
Theorem 5.1 (Balance Theorem). If a labeled complete network is balanced, then either all pairs of
nodes are friends, or else the nodes can be divided into two groups, X and Y, such that every pair of
nodes in X like each other, every pair of nodes in Y like each other, and everyone in X is the enemy of
everyone in Y .
Proof. Suppose we are given an arbitrary complete and balanced network. If there are no negative
edges, then the first possibility listed in the statement of the theorem holds and all nodes are friends. So
suppose that there exists at least one negative edge, between nodes A and B say. Our aim now is to find
the appropriate sets X and Y as promised by the theorem. We define X to be all of the friends of A,
and we define Y to be all of the enemies of A. Then X ∪ Y is certainly the set of all nodes, because every
node is either a friend or an enemy of A. In order to complete our proof we must show:
(1) Every two nodes in X are friends.
(2) Every two nodes in Y are friends.
(3) Every node in X is an enemy of every node in Y .
Now (i) follows because A is friends with every other node in X. Two nodes in X being enemies would
create a triangle with a single negative edge, violating structural balance.
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Figure 29. Evolving geo-political relationships prior to WW1

Then (ii) holds because A is enemies with every node in Y . If two nodes in Y were enemies, this would
create a triangle in which every edge is negative.
Finally, for (iii), note that we already know A is enemies with everybody in Y (by definition of Y ).
Now suppose that C is another node in X and that D is a node in Y . Since A and C are friends, and A
and D are enemies, if C and D were friends this would create a triangle with exactly two positive edges,
once again violating structural balance.

Structural balance has grown into a large area of study, and so far we’ve only described a simple but
central example of the theory – of course much more sophisticated models are usually considered and
are applied to the analysis of social networks of various kinds. Sometimes historians have even invoked
structural balance theory in their analysis. Of course it doesn’t always have positive things to say –
the basic conclusion of the Balance Theorem above was that if a network evolves into a structurally
balanced state then one will either have all-out peace, or else all-out war between two rival factions!
Figure 29 shows evolving political relationships in Europe prior to WW1. One can see that each step
can be justified in terms of structural balance: the change from the first network to the second may be
seen as a response to the unbalanced triangle between GB, France and Austria-Hungary. Then in moving
to the third network we correct the unbalanced triangle between France, GB and Russia. Of course one
would have to be crazy to pretend that politics can be entirely reduced to such a simple analysis, but
it’s also true that these are basic mechanisms which have influence on the underlying process and which
should be understood.
Question 22.
(a) Consider the 3-node social network in Figure 30. A fourth node D wants to join
this network, and establish either positive or negative relations with each existing node A, B, and
C. Can node D do this in such a way that it doesn’t become involved in any (new) unbalanced
triangles? If there is a way for D to do this, say how many different such ways there are, and
give an explanation. If there isn’t then explain why.
(b) Same question as (a) but now for the network in Figure 31.
(c) Now take any labeled complete network on any number of nodes that is not balanced. A new node
X wants to join this network, by attaching to each node using a positive or negative edge. When,
if ever, is it possible for X to do this in such a way that it does not become involved in any (new)
unbalanced triangles? Give an explanation for your answer.
5.2. Weakly balanced networks. Our previous analysis began from the claim that there are two kinds
of structures on a group of three people that are inherently unbalanced: a triangle with two positive edges
and one negative edge, and a triangle with three negative edges. In each of these cases, we argued that
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Figure 30

Figure 31
the relationships within the triangle contained a latent source of stress that the network might try to
resolve. The underlying arguments in the two cases, however, were fundamentally different. In a triangle
with two positive edges, we have the problem of a person whose two friends don’t get along; in a triangle
with three negative edges, there is the possibility that two of the nodes will ally themselves against the
third. Many have argued that the first of these factors may be significantly stronger than the second:
we may see friends of friends trying to reconcile their differences, while at the same time there could be
less of a force leading any two of three mutual enemies to become friendly. It therefore becomes natural
to ask what structural properties arise when we rule out only triangles with exactly two positive edges,
while allowing triangles with three negative edges to be present in the network.
More precisely, we say that a complete labelled network, with each edge labeled by + or -, is weakly
balanced if the following property holds.
Weak Structural Balance Property: There is no set of three nodes such that the edges
among them consist of exactly two positive edges and one negative edge.
Then we have an analogous version of the Structural Balance Theorem:
Theorem 5.2 (Weak Structural Balance Theorem). A labeled complete network is weakly balanced iff
its nodes can be divided into groups in such a way that every two nodes belonging to the same group are
friends, and every two nodes belonging to different groups are enemies.
So the difference now, is that the network can be divided into groups of the appropriate kind, but not
necessarily just one or two of them.
Proof. We just have to modify the proof of the Structural Balance Theorem a little bit. Previously we
had to divide the network into two sets X and Y (one of which may be empty). Now we may have to
divide it into a greater number of groups. Here is how we will construct this division. First, we pick any
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node A, and we consider the set consisting of A and all its friends. Let’s call this set of nodes X. We’d
like to make X our first group, and for this to work, we need to establish two things:
(i) All of A’s friends are friends with each other.
(ii) A and all his friends are enemies with everyone else in the network.
First, for (i), let’s consider two nodes B and C who are both friends with A. If B and C were enemies
of each other, then the triangle on nodes A, B, and C would have exactly two + labels, which would
violate weak structural balance. So B and C must be friends with each other. For (ii), we know that A
is enemies with all nodes in the graph outside X. How about an edge between a node B in X and a node
D outside X? If B and D were friends, then the triangle on nodes A, B, and D would have exactly two +
labels – again, a violation of weak structural balance. So B and D must be enemies.
Now, since properties (i) and (ii) hold, we can remove the set X from the network and declare it to
be the first group. We now have a smaller complete network that is still weakly balanced. We can then
proceed to find a second group in this graph, and proceed to remove groups in this way until all the
nodes have been assigned to a group. Since each group consists of mutual friends (by property (i)), and
each group has only negative relations with everyone outside the group (by property (ii)), this proves the
characterisation.

Question 23. Together with some anthropologists, you’re studying a sparsely populated region of a rain
forest, where 50 farmers live along a 50-mile-long stretch of river. Each farmer lives on a tract of land
that occupies a 1-mile stretch of the river bank, so their tracts exactly divide up the 50 miles of river bank
that they collectively cover.
The farmers all know each other, and after interviewing them, you’ve discovered that each farmer
is friends with all the other farmers that live at most 20 miles from him or her, and is enemies with
all the farmers that live more than 20 miles from him or her. You build the signed complete network
corresponding to this social network. Is the network weakly balanced? Provide an explanation for your
answer.
Question 24. Let us say that a labelled network N 0 is an edge-extension of the labelled network N , if N
and N 0 have the same nodes, and all edges in N are also edges in N 0 with the same labels (but N 0 may
have extra labelled edges). Suppose that a given labelled network N is not complete, and that the nodes
can be partitioned into three sets X0 , X1 and X2 . For each i, everybody in Xi is friends with everybody
else in Xi . All edges which exist between nodes in Xi and Xj for j 6= i are labelled -, i.e. when such edges
exist the relevant nodes are enemies. For this network N does there exist an edge extension satisfying
structural balance? How about weak structural balance?
If I now add in an edge between a node in X0 and X1 which is positively labelled, does the resulting
network have an edge extension satisfying weak structural balance? Justify your answer.
5.3. Generalising the definition of structural balance. The definitions of structural balance that
we have considered so far are quite demanding in at least a couple of respects:
(1) They apply only to complete networks.
(2) The Structural Balance Theorem (or even the weak version) applies only to the situation where
every triangle is balanced. It would be nice to have results of the kind that say, if most triangles
are balanced then the network can approximately be thought of as consisting of one or two
factions.
In this section we’ll consider generalising our definitions so as to deal with these weaknesses. We’ll
concentrate on structural balance rather than weak structural balance, and we’ll consider generalisations
each of which only addresses one of the two issues, but further generalisations are possible.

44

GEORGE BARMPALIAS

Structural balance in incomplete networks. The Balance Theorem suggests that we can view
structural balance in either of two equivalent ways: a local view, as a condition on each triangle of the
network; or a global view, as a requirement that the world be divided into two mutually opposed sets of
friends. Each of these suggests a way of defining structure balance for general signed graphs.
(1) One option would be to treat balance for non-complete networks as a problem of filling in “missing
values.” Along these lines we can define a (non-complete) network to be balanced if it can be
“completed” by adding edges to form a signed complete graph that is balanced.
(2) Alternately, we could take a more global view, viewing structural balance as implying a division
of the network into two mutually opposed sets of friends. With this in mind, we could define
a signed graph to be balanced if it is possible to divide the nodes into two sets X and Y (one
of which may be empty), such that any edge with both ends inside X or both ends inside Y is
positive, and any edge with one end in X and the other in Y is negative.
It’s not hard to see that the two definitions suggested above are actually equivalent. If a signed network
is balanced under the first definition, then after filling in all the missing edges appropriately, we have a
signed complete network to which we can apply the Balance Theorem. This gives us a division of the
network into two sets X and Y that satisfies the properties of the second definition. On the other hand,
if a signed network is balanced under the second definition, then after finding a division of the nodes into
sets X and Y, we can fill in positive edges inside X and inside Y, and fill in negative edges between X and
Y, and then we can check that all triangles will be balanced. So this gives a “completion” that satisfies
the first definition.
So we can extend the definition in a natural way. It’s useful, though, to find a nice characterisation of
balance for general (possibly incomplete) networks. If a network is balanced, for example, it might not
be too hard to show that fact, by finding the appropriate division of the network into two groups X and
Y (although there may be quite a few choices to try). If it isn’t balanced, though, then so far we don’t
have a nice way of giving a proof, other than listing all possible completions or all possible divisions and
showing that each fails. It may not be immediately clear that the network of Figure 32, for example, is
unbalanced, or that if we change the edge between 2 and 4 to a + then it becomes balanced. So what
we’ll do next is to provide a nice characterisation of balance for general (possibly incomplete) networks,
which can easily be applied to give short proofs as to whether networks are balanced or not.
In order to demonstrate the basic idea, let’s start by considering a really simple example with the
network shown in Figure 33. This network is not balanced, and in order to see that fact we can reason
quite simply as follows. If it is balanced, then we should be able to find an appropriate partition X and
Y . We can start (w.l.o.g) by supposing that 1 belongs to X. In that case, since 1 and 2 are friends, 2
must belong to X also. Then 3 must belong to Y since 3 and 2 are enemies, 4 must belong to Y , and 5
must belong to X. Now, however, we run into trouble...since 5 and 1 are enemies 1 cannot belong to X,
contradicting our initial assumption. Hence the network is not balanced.
We can sum up the reasoning that we just went through as follows. We were walking around a cycle,
and every time we crossed a negative edge, we had to change the set into which we were putting nodes.
The difficulty was that getting back around to node 1 required crossing an odd number of negative edges,
and so our original decision to put node 1 into X clashed with the eventual conclusion that node 1 ought
to be in Y. We considered that argument on a specific example, but it’s easy to see that this principle
applies in general: if the network contains a cycle with an odd number of negative edges, then this implies
the graph is not balanced. In fact though, much more than this is true:

MATHEMATICS OF NETWORKS

45

Figure 32

Figure 33
Theorem 5.3. A signed network is balanced if and only if it contains no cycle with an odd number of
negative edges.
Proof. The basic plan is to design a method that analyses the network and either finds a division into the
desired sets X and Y (one of which may be empty), or else finds a cycle with an odd number of negative
edges. The procedure works in two main steps: the first step is to convert the graph to a reduced one in
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Figure 34

which there are only negative edges, and the second step is to solve the problem on this reduced graph.
Step 1. Note that whenever two nodes are connected by a positive edge, they must belong to the same
one of the sets X or Y in a balanced division. So we begin by considering what the connected components
of the graph would be if we were to only consider positive edges. For each node A, we consider all of
those nodes which are connected to A via paths involving only positive edges, and we call this set a of
nodes a supernode. Figure 34 shows the resulting supernodes in the network we originally considered in
Figure 32.
Now, if any supernode contains a negative edge between some pair of nodes A and B, then we already
have a cycle with an odd number of negative edges – consider the path of positive edges that connects A
and B inside the supernode, and then close off a cycle by including the negative edge joining A and B.
If there are no negative edges inside any of the supernodes, then there is no “internal” problem with
declaring each supernode to belong entirely to one of X or Y . So the problem is now how to assign
a single label “X” or “Y” to each supernode, in such a way that these choices are all consistent with
each other. Since the decision-making is now at the level of supernodes, we create a new version of the
problem in which there is a node for each supernode, and an edge joining two supernodes if there is an
edge in the original that connects the two supernodes. Figure 35 shows the resulting network in our
running example. Note that there can now only be negative edges in our network. We now enter the second step of the procedure, using this reduced graph whose nodes are the supernodes of the original graph.
Step 2. We deal with our reduced graph, which only has negative edges. The remainder of the procedure
will produce one of two possible outcomes. Either:

MATHEMATICS OF NETWORKS

47

Figure 35

(a) We’ll label each node in the reduced network as either X or Y, in such a way that every edge
has endpoints with opposite labels. From this we can create a balanced division of the original
graph, by labelling each node the way its supernode is labeled in the reduced graph.
(b) We’ll find a cycle in the reduced graph that has an odd number of edges. We can then convert
this to a (potentially longer) cycle in the original graph with an odd number of negative edges.
Here’s how we actually proceed in step 2. We simply perform breadth-first search starting from any
“root” node in the network, producing a set of layers at increasing distances from this root. Figure 36
shows how this is done for the reduced graph in Figure 35, with node G as the starting root node. Now,
because edges cannot jump over successive layers in breadth-first search, each edge either connects two
nodes in adjacent layers or it connects two nodes in the same layer. If all edges are of the first type, then
we can find the desired division of nodes into sets X and Y: we simply declare all nodes in even-numbered
layers to belong to X, and all nodes in odd-numbered layers to belong to Y.
Otherwise, there is an edge connecting two nodes that belong to the same layer. Let’s call them A and
B (as they are in Figure 36). For each of these two nodes, there is a path that descends layer-by-layer
from the root to it. Consider the last node that is common to these two paths – let’s call this node D
(as it is in Figure 36). The D-A path and the D-B path have the same length k, so a cycle created from
the two of these plus the A-B edge must have length 2k + 1: an odd number. This is the odd cycle we
seek.

Question 25. Are signed trees balanced networks in general?
Question 26. Carry out steps 1 and 2 as described above for the network in Figure 37.
Question 27. What happens when we carry out steps 1 and 2 on a complete labelled network?
Question 28. Suppose that we take a balanced (possibly incomplete) network, and replace one of the
nodes with a clique of friends, i.e. we replace a node A with a set of nodes A1 , . . . , Ak for some k such
that:
• Ai and Ak are always friends for i 6= k, and;
• For any other node in the original network B 6= A and each i, Ai is friends with B precisely if A
is, and Ai is enemies with B iff A is enemies with B.
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Figure 36

Is this new network balanced?
Approximately balanced networks. We now return to the case in which the graph is complete, so
that every node has a positive or negative relation with every other node, and we think about a different
way of generalising the notion of structural balance. The conditions required by the Balance Theorem
are fairly extreme, in that we require every single triangle to be balanced. What if we only know that
most triangles are balanced? It turns out that the conditions of the theorem can be relaxed in a very
natural way, allowing us to prove statements like the following one.
Claim. If at least 99.9% of all triangles in a labeled complete network are balanced, then either:
(a) there is a set consisting of at least 90% of the nodes in which at least 90% of all pairs are friends,
or else;
(b) the nodes can be divided into two groups, X and Y, such that:
(i) at least 90% of the pairs in X like each other;
(ii) at least 90% of the pairs in Y like each other;
(iii) at least 90% of the pairs with one in X and the other in Y are enemies.
So the case (a) corresponds to an approximate version of the first possibility allowed by the Balance
Theorem, that everybody in the network should be friends. The case (b) is an approximate version of
the second possibility, that the network can be divided into two factions X and Y such that everybody
inside each faction are friends, while each member of X and each member of Y are enemies.
The claim above is a true statement, but involves very specific numbers. Here is a more general
statement that includes both the Balance Theorem and the preceding claim as special cases.
p
Claim. Let  be any number such that 0 ≤  < 1/8, and define δ = 3 f igures/. If at least 1 −  of all
triangles in a labeled complete network are balanced, then either:
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(a) there is a set consisting of at least 1 − δ fraction of the nodes in which at least 1 − δ of all pairs
are friends, or else;
(b) the nodes can be divided into two groups, X and Y, such that:
(i) at least 1 − δ (as a proportion) of the pairs in X like each other;
(ii) at least 1 − δ of the pairs in Y like each other;
(iii) at least 1 − δ of the pairs with one end in X and the other end in Y are enemies.
Note that the Balance Theorem is the case in which  = 0, and the other claim above is the case in which
 = 0.001 and δ = 0.1. Our final aim in this section is to prove this last claim.
The proof loosely follows the style of the proof we used for the Balance Theorem: we will define the
two sets X and Y to be the friends and enemies, respectively, of a designated node A. Things are trickier
here, however, because not all choices of A will give us the structure we need – in particular, if a node
is personally involved in too many unbalanced triangles, then splitting the graph into its friends and
enemies may give a very disordered structure. Consequently, the proof consists of two steps. We first find
a “good” node that is not involved in too many unbalanced triangles. We then show that if we divide
the graph into the friends and enemies of this good node, we have the desired properties.
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The first step: finding a good node. Since we are considering a complete network, if there are n
nodes then the number of triangles is:
 
n
= n(n − 1)(n − 2)/6.
3
Now we are supposing that at most proportion  of the triangles are unbalanced, which means that the
total number of unbalanced triangles is at most n(n − 1)(n − 2)/6. Suppose we define the weight of a
node to be the number of unbalanced triangles that it is a part of; thus, a node of low weight will be
precisely what we’re seeking – a node that is in relatively few unbalanced triangles. One way to count
the total weight of all nodes would be to list – for each node – the unbalanced triangles that it belongs to,
and then look at the length of all these lists combined. In these combined lists, each unbalanced triangle
will appear three times – once in the list for each of its corners – and so the total weight of all nodes is
exactly three times the number of unbalanced triangles. As a result, the total weight of all nodes is at
most n(n − 1)(n − 2)/2.
There are n nodes, so the average weight of a node is at most (n − 1)(n − 2)/2. It’s not possible for
all nodes to have weights that are strictly above the average, so there is at least one node whose weight is
equal to the average or below it. Let’s pick one such node and call it A. This will be our “good” node: a
node whose weight is at most (n − 1)(n − 2)/2. Since (n − 1)(n − 2) < n2 we can simply this expression
and say that A is in at most n2 /2 unbalanced triangles.
Question 29. In a complete labelled network with 10 nodes, if  = 0.1, what is the greatest number of
unbalanced triangles that a node can be a part of and still be good?
Question 30. By a negative clique, we mean a set of nodes all of which are mutual enemies. In a
complete labelled network with 10 nodes, if  = 0.1, if we are told that all nodes in a negative clique are
good nodes, what is the maximum possible size of the clique?
The second step: splitting the network according to the good node. Now that we have selected
the node A, we can proceed much as in the proof of the original Balance Theorem. We divide the network
up into X and Y, where X is the set of all friends of A, and Y is all of As enemies. Now because A is not
involved in very many unbalanced triangles we can easily reason that there are not too many enemies
within X or within Y, or many friendships between members of X and Y. Specifically, this works as
follows.
• Each negative edge connecting two nodes in X creates a distinct unbalanced triangle involving
node A. Since there are at most n2 /2 unbalanced triangles involving A, there are at most n2 /2
negative edges inside X.
• A very similar argument applies to Y. Each negative edge connecting two nodes in Y creates a
distinct unbalanced triangle involving node A, and so there are at most n2 /2 negative edges
inside Y.
• And finally, an analogous argument applies to edges with one end in X and the other end in Y.
Each such edge that is positive creates a distinct unbalanced triangle involving A, and so there
are at most n2 /2 positive edges with one end in X and the other end in Y.
We now consider several possible cases, depending on the sizes of the sets X and Y. Essentially, if either
of X or Y consists of almost the entire network, then we show that alternative (a) in the claim holds.
Otherwise, if each of X and Y contain a non-negligible number of nodes, then we show that alternative
(b) in the claim holds. We’re also going to assume, to make the calculations simpler, that n is even and
that the quantity δn is a whole number, although this is not in fact necessary for the proof.
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To start, let x be the number ofp
nodes in X and y be the number of nodes in Y. Suppose first that
x ≥ (1−δ)n. Since  < 1/8 and δ = 3 f igures/, it follows that δ < 12 and so x > 12 n. Now X has x nodes,
so it has x(x−1)/2 edges. Since x > 21 n, this number of edges is at least ( 12 n+1)( 12 n)/2 ≥ ( 21 n)2 /2 = n2 /8.
There are at most n2 /2 negative edges inside X, and so the fraction of negative edges inside X is at
most:
n2 /2
= 4 = 4δ 3 < δ.
n2 /8
where we use the facts that  = δ 3 and δ < 21 . We thus conclude that if X contains at least (1 − δ)n,
then it is a set containing at least a (1 − δ) fraction of the nodes in which at least (1 − δ) of all pairs are
friends, satisfying part (a) in the conclusion of the claim.
The same argument can be applied if Y contains at least (1 − δ)n nodes. Thus we are left with the
case in which both X and Y contain strictly fewer than (1 − δ)n ndoes, and in this case we will show that
part (b) in the conclusion of the claim holds. First, of all the edges with one end in X and the other in
Y, what fraction are positive? The total number of edges with one end in X and the other end in Y can
be counted as follows: there are x ways to choose the end in X, and then y ways to choose the end in Y,
for a total of xy such edges. Now, since each of x and y are less than (1 − δ)n, and they add up to n,
this product xy is at least (δn)(1 − δ)n = δ(1 − δ)n2 ≥ δn2 /2, where the last inequality follows from the
fact that δ < 21 . There are at most n2 /2 positive edges with one end in X and the other in Y, so as a
fraction of the total this is at most

n2 /2
= = δ 2 < δ.
δn2 /2
δ
Finally, what fraction of edges inside each of X and Y are negative? Let’s calculate this for X; the
argument for Y is exactly the same. There are x(x − 1)/2 edges inside X in total, and since we’re in the
case where x > δn, this total number of edges is at least (δn + 1)(δn)/2 ≥ (δn)2 /2 = δ 2 n2 /2. There are
at most n2 /2 negative edges inside X, so as a fraction of the total this is at most
n2 /2

= 2 = δ.
2
2
δ n /2
δ
Thus, the division of nodes into sets X and Y satisfies all the requirements in conclusion (b) of the
claim, and so the proof is complete.
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6. Game theory and traffic
In network science, we are interested not only in analysing static network structures, but also in the
influence of network structure on the behaviour of individuals in the network. Game theory is one of
the basic mathematical tools we have for analysing the behaviour of individuals in contexts where the
outcome of a person’s decision depends not just on how they choose among several options, but also on
the choices made by the people they are interacting with. Game-theoretic ideas arise in many contexts.
Some contexts are literally games; for example, choosing how to target a soccer penalty kick and choosing
how to defend against it can be modelled using game theory. Other settings such as product pricing and
auction bidding are not usually called games, but can be analysed with the same tools. Game theoretic
ideas are also relevant to settings where no one is overtly making decisions, and has broad applications
in areas such as evolutionary biology, for example.
Ultimately we’ll be interested in understanding games where there are many players interacting on a
network structure, and where many decisions have to be made over a process of time. Initially, however,
let’s consider the most simple sort of game involving just two players, and where a single decision has to
be made at a single point in time. Before making any definitions, let’s start with an example.
A simple example of a two player game. Let’s suppose that as a student you have two large pieces
of work due the next day: an exam, and a presentation. You have to decide whether to study for the
exam, or to prepare for the presentation. For simplicity, and to make the example as clean as possible,
we’ll also impose a few assumptions. First, we’ll assume you can either study for the exam or prepare
for the presentation, but not both. Second, we’ll assume you have an accurate estimate of the expected
grade you’ll get under the outcomes of different decisions. The outcome of the exam is easy to predict: if
you study, then your expected grade is a 92, while if you don’t study, then your expected grade is an 80.
The presentation is a bit more complicated because you’re doing it jointly with a partner. If both
you and your partner prepare for the presentation, then the presentation will go extremely well, and
your expected joint grade is a 100. If just one of you prepares, you’ll get an expected joint grade of 92;
and if neither of you prepares, your expected joint grade is 84. The challenge in reasoning about this is
that your partner also has the same exam the next day, and we’ll assume that he has the same expected
outcome for it: 92 if he studies, and 80 if he doesn’t. He also has to choose between studying for the
exam and preparing for the presentation. We’ll assume that neither of you is able to contact the other,
so you can’t jointly discuss what to do; each of you needs to make a decision independently, knowing that
the other will also be making a decision. Both of you are interested in maximising the average grade you
get, and we can use the discussion above to work out how this average grade is determined by the way
the two of you invest your efforts:
• If both of you prepare for the presentation, you’ll both get 100 on the presentation and 80 on the
exam, for an average of 90.
• If both of you study for the exam, you’ll both get 92 on the exam and 84 on the presentation,
for an average of 88.
• If one of you studies for the exam while the other prepares for the presentation, the result is as
follows.
(1) The one who prepares for the presentation gets a 92 on the presentation but only an 80 on
the exam, for an average of 86.
(2) On the other hand, the one who studies for the exam still gets a 92 on the presentation –
since it’s a joint grade, this person benefits from the fact that one of the two of you prepared
for it. This person also get a 92 on the exam, through studying, and so gets an average of
92.
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Figure 38. The payoffs for each player in the exam/presentation game.

The payoffs for each player which result from each possible set of choices are tidily summed up in the
table of Figure 38. We’ll analyse what can be expected to happen in this particular game in a short
while, but first let’s write down some general definitions.
Defining games. For our purposes, a game is any situation with the following three aspects.
(1) There is a set of participants, whom we call the players.
(2) Each player has a set of options for how to behave; we will refer to these as the player’s possible
strategies.
(3) For each choice of strategies, each player receives a payoff that can depend on the strategies
selected by everyone. The payoffs will generally be numbers, with each player preferring larger
payoffs to smaller payoffs.
Our interest is in reasoning about how players will behave in a given game. For now we focus on games
with only two players, but the ideas apply equally well to games with any number of players.
Predicting behaviour in games. We want to be able to analyse games and predict the manner
in which players will behave, i.e. the strategies that they will choose. In order to make this question
tractable, we will make a few assumptions.
• First, we assume everything that a player cares about is summarised in the player’s payoffs. In
the exam/presentation game described before we assumed that each player was simply interested
in maximising their grades. One doesn’t have to assume that players are entirely selfish when
setting up a game, however. If a player cares about the outcome of others, however, this should
be reflected in the payoffs. If a player cares about the marks that their friend gets, for example,
then the payoffs should be altered to reflect this fact – so that the payoffs to each player would
no longer be their own average exam score. Equally, if a player would be embarrassed to let
their friend down by not preparing for the presentation (as is probably quite realistic) this should
really be reflected in the payoffs (but we’ll stick with our simple example for now).
• We also assume that each player knows everything about the structure of the game. To begin
with, this means that each player knows his or her own list of possible strategies. It seems
reasonable in many settings to assume that each player also knows who the other player is (in a
two-player game), the strategies available to this other player, and what his or her payoff will be
for any choice of strategies.
• Finally, we suppose that each individual chooses a strategy to maximise her own payoff, given her
beliefs about the strategy used by the other player. This model of individual behavior, which is
usually called rationality, actually combines two ideas. The first idea is that each player wants to
maximise her own payoff. Since the individual’s payoff is defined to be whatever the individual
cares about, this hypothesis seems reasonable. The second idea is that each player actually
succeeds in selecting the optimal strategy.
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Okay, so now let’s go back to the exam/presentation game and think about the strategy that you
and your partner will choose. We can consider the various possibilities. If your partner prepares for the
presentation, then you will be better off if you prepare for the exam, scoring an expected 92 rather than
90. If your partner prepares for the exam, then you’ll also be better off if you prepare for the exam,
scoring an expected 88 rather than 86. In this case, then, your options seem quite simple..no matter what
your partner does you’ll be better off if you prepare for the exam. Since the game is entirely symmetrical,
this is true for your partner also. So in this game we can reason quite simply and conclude that both
players will end up preparing for the exam and receiving an expected score of 88.
Why was this game so easy to analyse? A couple of definitions will be useful. We make these definitions
in the context of two players games, but they are easily generalised.
Definition 6.1. A best response is a choice of strategy for one player which achieves the maximum
payoff given a particular belief about what the other player will do. For example, in the exam/presentation
game, we observed that a best response to your partner preparing for the presentation is to prepare for
the exam. Note that this definition allows for multiple different strategies to be tied as a best response. If
one strategy is uniquely the best we call it a strict best response.
Definition 6.2. A dominant strategy for a given player is a strategy that is a best response to every
strategy of the other player. A strictly dominant strategy for a given player is a strategy that is a
strict best response to every strategy of the other player.
So we can say that the exam/presentation game was easy to analyse because both players have a
strictly dominant strategy. When a player has a strictly dominant strategy, we should expect that they
will definitely play it. So in the exam/presentation game both players will play their strictly dominant
strategy of preparing for the exam, meaning that they each get an average grade of 88.
In fact we don’t really need both players to have a strictly dominant strategy for the analysis to be
simple. If one of the players has a strictly dominant strategy then that is the strategy they will play.
Then the other player will play a best response to that strategy.
Of course one of the interesting things about the exam/presentation game is that the end result is
actually not ideal. If only both players could coordinate and work on the presentation then they would
each receive an expected payoff of 90 rather than 88! It’s one of the fascinating aspects of game theory
that rational behaviour often leads to results which are far from perfect in some sense – we’ll develop
some further language for talking about these thing precisely in a bit.
The Prisoner’s Dilemma. In fact the exam/presentation game we have been discussing, is really just
a much more famous game (which you have probably already heard of) in disguise, which is known as
the Prisoner’s Dilemma game. Here is how it works.
Suppose that two suspects have been apprehended by the police and are being interrogated in separate
rooms. The police strongly suspect that these two individuals are responsible for a robbery, but there is
not enough evidence to convict either of them. However, they both resisted arrest and can be charged
with that lesser crime, which would carry a one year sentence. Each of the suspects is told the following
story.
“If you confess, and your partner doesn’t confess, then you will be released and your
partner will be charged with the crime. Your confession will be sufficient to convict him
of the robbery and he will be sent to prison for 10 years. If you both confess, then we
don’t need either of you to testify against the other, and you will both be convicted of
the robbery. In this case your sentence will be less – 4 years only – because of your
guilty plea. Finally, if neither of you confesses, then we can’t convict either of you of the
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Figure 39. The Prisoner’s Dilemma game.

Figure 40

robbery, so we will charge each of you with resisting arrest. Your partner is being offered
the same deal. Do you want to confess?”
As before we can draw up a table displaying the payoffs according to each choice of strategies, as in
Figure 39 where C stands for “confess” and N C stands for “not-confess”. You can see that the numbers
might be different, but the pattern (i.e. the relationships between the numbers) is the same. Once again,
each player has a strictly dominant strategy which is to confess. So if the two players act rationally then
we can expect them both to confess and serve 4 years, but if they both kept quiet then they would only
serve one year each.
The Prisoner’s Dilemma game may be very simple, but it can be used to model and understand many
interesting phenomena. As an example, the use of performance-enhancing drugs in professional sports
has been modelled as a case of the Prisoner’s Dilemma game. Here the athletes are the players, and
the two possible strategies are to use performance-enhancing drugs or not. If you use drugs while your
opponent doesn’t, you’ll get an advantage in the competition, but you’ll suffer long-term harm (and may
get caught). If we consider a sport where it is difficult to detect the use of such drugs, and we assume
athletes in such a sport view the downside as a smaller factor than the benefits in competition, we can
capture the situation with numerical payoffs that might look as in figure 40.
(Pure strategy) Nash equilibria. In the examples we have seen so far, the game was easy to analyse
because both players have strictly dominant strategies. In fact, we observed that even when only one of
the two players has a strictly dominant strategy, the game will still be easy to analyse. In many games,
though, neither player will have a strictly dominant strategy, and so we need some other way of predicting
what is likely to happen.
In 1950, John Nash proposed a simple but powerful principle for reasoning about behaviour in general
games. The basic premise is the following: even when there are no dominant strategies, we should expect
players to use strategies that are best responses to each other. More precisely, suppose that Player 1
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Figure 41

chooses a strategy S and Player 2 chooses a strategy T. We say that this pair of strategies (S,T) is a
(pure strategy) Nash equilibrium if S is a best response to T, and T is a best response to S. This is not a
concept that can be derived purely from rationality on the part of the players; instead, it is an equilibrium
concept. The idea is that if the players choose strategies that are best responses to each other, then no
player has an incentive to deviate to an alternative strategy – so the system is in a kind of equilibrium
state, with no force pushing it toward a different outcome.
In order to make this idea more concrete, let’s see a simple game in which no player has a strictly
dominant strategy, but for which a Nash equilibrium exists. In this game the players are two firms. Each
of the firms hopes to do business with one of three large clients, A, B, and C. Each firm has three possible
strategies: whether to approach A, B, or C. The results of their two decisions will work out as follows:
• If the two firms approach the same client, then the client will give half its business to each.
• Firm 1 is too small to attract business on its own, so if it approaches one client while Firm 2
approaches a different one, then Firm 1 gets a payoff of 0.
• If Firm 2 approaches client B or C on its own, it will get their full business. However, A is a
larger client, and will only do business with the firms if both approach A.
• Because A is a larger client, doing business with it is worth 8 (and hence 4 to each firm if it’s
split), while doing business with B or C is worth 2 (and hence 1 to each firm if it’s split).
The table of payoffs can be seen in Figure 41. Looking at the table, it’s not hard to see that neither
firm has a dominant strategy. For Firm 1, A is a strict best response to strategy A by Firm 2, B is a
strict best response to B, and C is a strict best response to C. For Firm 2, A is a strict best response
to strategy A by Firm 1, C is a strict best response to B, and B is a strict best response to C. There is,
however, a (pure strategy) Nash equilibrium, which is not difficult to see.. if both firms go for option A
then neither has incentive to deviate (i.e. each would receive a lower payoff if they unilaterally decided
to change their strategy while the other played the same strategy A).
Mixed strategies. From what we have seen so far, we have been able to deduce that if either player in
a game has a strictly dominant strategy, then the game will be easy to analyse. If there aren’t strictly
dominant strategies, and there is a pure strategy Nash equilibrium then it might be reasonable to suggest
that the players will play according to that equilibrium...sometimes this might be complicated by the
existence of more than one equilibrium though, and one might have to consider other reasons for one
equilibrium being more reasonable than another. An even more serious problem, however, is that there
exist many games which don’t have pure strategy Nash equilibria.
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Figure 42. The matching pennies game.

A very simple example of a game with no pure strategy equilibria is the ‘matching pennies’ game.
Each player has a penny and has to show either ‘heads’ or ‘tails’ on their penny. Player 1 loses his penny
to player 2 if they match, and wins player 2’s penny if they don’t match. The payoff matrix is shown
in figure 42. For such games, we will make predictions about players’ behaviour by enlarging the set of
strategies to include the possibility of randomisation; once players are allowed to behave randomly, one
of John Nash’s main results establishes that equilibria always exist.
Defining mixed strategies. Let’s refer to the strategies ‘heads’ and ‘tails’ in the matching pennies as pure
strategies, so as to distinguish them from the slightly more complicated mixed strategies that we are
about to define. If a player plays a mixed strategy then this means that rather than simply playing
one of the pure strategies as before, they assign a probability to each of the pure strategies (so those
probabilities have to add to 1 of course), and then they play each of the pure strategies with the assigned
probability. So in the matching pennies game, if player 1 assigns p to heads and 1 − p to tails, then this
is a mixed strategy for that game. So in this model, the possible strategies for Player 1 are really just
numbers p between 0 and 1; a given number p means that Player 1 is committing to play heads with
probability p, and tails with probability 1 − p. Similarly, the possible strategies for Player 2 are numbers
q between 0 and 1, representing the probability that Player 2 will play heads. Since a game consists of a
set of players, strategies, and payoffs, we should notice that by allowing randomisation, we have actually
changed the game. It no longer consists of two strategies by each player, but instead a set of strategies
corresponding to the interval of numbers between 0 and 1. We will refer to these as mixed strategies,
since they involve “mixing” between the options of heads and tails.
Payoffs for mixed strategies. The payoff to any given player corresponding to a mixed strategy profile
(i.e. corresponding to a specified mixed strategy for each of the players) is just the expected payoff. So
let’s suppose that in the matching pennies game, Player 1 plays p and Player 2 plays q. Then Player 1
gets 1 if he plays heads and Player 2 plays tails, or the other way around. This happens with probability:
p(1 − q) + (1 − p)q.
On the other hand, player 1 loses 1 if the coins match, which happens with probability:
pq + (1 − p)(1 − q).
The overall expected earnings for Player 1 are therefore
p(1 − q) + (1 − p)q − pq − (1 − p)(1 − q) = 2p + 2q − 4pq − 1.
Okay, so it’s easy to see that the matching pennies game doesn’t have any pure Nash equilibria. But are
there a pair of mixed strategies which are a Nash equilibrium i.e. such that if both players play those
mixed strategies, then neither can increase their expected earnings if they change their mixed strategy
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while the other player keeps their mixed strategy the same?
In fact, there is a very simple mixed strategy Nash equilibrium in this case. Let’s suppose that Player
1 plays p = 0.5, while Player 2 does the same with q = 0.5. Does Player 1 now have an incentive to
deviate from his mixed strategy? Given that Player 2 plays q = 0.5, what is the expected payoff if Player
1 was to play heads, (i.e. p = 1)? With probability 0.5 Player 1 would win and with probability 0.5
he would lose..so the expected payoff is 0. Similarly, the expected payoff if he plays tails (i.e. p = 0) is
also 0. This means that actually, so long as Player 2 plays q = 0.5 it doesn’t make any difference which
probability Player 1 plays heads with..his expected payoff is always 0! So Player 1 has no incentive to
deviate from the mixed strategy p = 0.5. By symmetry this is also true for Player 2, meaning that we
have a mixed strategy Nash equilibrium, as promised.
We have described a mixed strategy Nash equilibrium for the matching pennies game. Nash’s result,
which we won’t prove here, is that in fact any finite game with a finite number of players and where each
player has only a finite number of pure strategies, has mixed strategy Nash equilibria (and possibly many).
Social and Pareto-Optimality. We suggested previously that it was an interesting aspect of the
Prisoner’s Dilemma game, that rational behaviour led to results which were far from ideal in some sense.
We now want to develop some formal language for talking about outcomes which are or are not ‘ideal’.
We consider two notions:
• A choice of strategies – one by each player – is Pareto-optimal if there is no other choice of
strategies in which all players receive payoffs at least as high, and at least one player receives a
strictly higher payoff.
• A choice of strategies – one by each player – is Socially-optimal if it maximises the sum of the
players’ payoffs.
Note that being Socially optimal is strictly stronger condition than being Pareto-Optimal – the existence of another choice of strategies demonstrating non-Pareto-optimality will always demonstrate nonSocial optimality also.
Question 31. Design a two-player game in which the only pure strategy Nash equilibrium is Paretooptimal but not socially optimal.
Question 32. Find all (mixed and pure) equilibria for the game with payoff table given in Figure 43.
Question 33. Two identical firms – let’s call them firm 1 and firm 2 – must decide simultaneously and
independently whether to enter a new market and what product to produce if they do enter the market.
Each firm, if it enters, can develop and produce either product A or product B. If both firms enter and
produce product A they each lose ten million dollars. If both firms enter and both produce product B,
they each make a profit of five million dollars. If both enter and one produces A while the other produces
B, then they each make a profit of ten million dollars. Any firm that does not enter makes a profit of
zero. Finally, if one firm does not enter and the other firm produces A it makes a profit of fifteen million
dollars, while if the single entering firm produces B it makes a profit of thirty million dollars. You are
the manager of firm 1 and you have to choose a strategy for your firm.
(1) Set this situation up as a game with two players, firms 1 and 2, and three strategies for each firm:
produce A, produce B or do not enter.
(2) One of your employees argues that you should enter the market (although he is not sure what
product you should produce) because no matter what firm 2 does, entering and producing product
B is better than not entering. Evaluate this argument.
(3) Another employee agrees with the person in part (b) and argues that as strategy A could result in
a loss (if the other firm also produces A) you should enter and produce B. If both firms reason this
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Figure 43

way, and thus enter and produce product B, will their play of the game form a Nash equilibrium?
Explain.
(4) Find all the pure strategy Nash equilibria of this game.
(5) Another employee of your firm suggests merging the two firms and deciding co-operatively on
strategies so as to maximize the sum of profits. Ignoring whether this merger would be allowed by
the regulators do you think its a good idea? Explain.
Question 34. The Vickrey auction is a form of sealed bid auction, in which each participant bidding on
the item in question puts their bid into a sealed envelope, without knowing the bids of other participants,
and all the sealed envelopes are then collected simultaneously. The item goes to the highest bidder, but
that person actually only pays the second highest bid. Assuming that different participants may value the
object differently, argue that in a Vickrey auction every bidder is incentivised to bid what, for them, is
the true value of the object.
Question 35. So far we have considered one-shot games, in which all players make a simultaneous
strategy choice. One may also consider games which take place in stages. An example is the ‘flag’ game,
which works as follows. There are 21 flags and two players, who alternate in taking turns to remove some
flags. Player 1 goes first, then player 2, then player 1 again, and so on. At each turn, the player has to
remove 1, 2, or 3 flags; this is the player’s choice at each move. The player who removes the last flag
(whether as the sole remaining flag or one of the last surviving set of 2 or 3 flags) is the winner. Describe
how player 1 should play in order to ensure that they win the game.
Braess’s Paradox. Let’s now develop a simple model for network traffic using the game-theoretic ideas
we’ve developed thus far. In the process of doing this, we will discover a rather unexpected result –
known as Braess’s Paradox [76] – which shows that adding capacity to a network can sometimes actually
slow down the traffic.
In our simple model, we’ll represent a transportation network by a directed network: we consider the
edges to be roads, and the nodes to be exits where you can get on or off a particular road. There are
two particular nodes, which we’ll call A and B, and we’ll assume everyone wants to drive from A to B.
For example, we can imagine that A is an exit in the suburbs, B is an exit in the city centre, and we’re
looking at a large collection of morning commuters. Finally, each edge has a designated travel time that
depends on the amount of traffic it contains.
To make this concrete, consider the network in Figure 44. The label on each edge gives the travel time
in minutes when there are x cars using the edge. In this simplified example, the A-D and C-B edges are
insensitive to congestion: each takes 45 minutes to traverse regardless of the number of cars traveling on
them. On the other hand, the A-C and D-B edges are highly sensitive to congestion: for each one, it
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Figure 44. A schematic depiction of a road network.

takes x/100 minutes to traverse when there are x cars using the edge.
Now, suppose that 4000 cars want to get from A to B as part of the morning commute. There are
two possible routes that each car can choose: the upper route through C, or the lower route through D.
So this is a game with 4000 players, and where each player has two strategies. For example, if each car
takes the upper route (through C), then the total travel time for everyone is 85 minutes, since 4000/100
+ 45 = 85. The same is true if everyone takes the lower route. On the other hand, if the cars divide up
evenly between the two routes, so that each carries 2000 cars, then the total travel time for people on
both routes is 2000/100 + 45 = 65.
So what do we expect will happen? In this traffic game, there is generally not a dominant strategy;
for example, in Figure 44 either route has the potential to be the best choice for a player if all the other
players are using the other route. The game does have Nash equilibria, however. In fact the Nash equilibria are precisely those sets of strategy choices in which the drivers are distributed evenly with 2000
on each possible route. In order to see this, consider the case where each driver plays a pure strategy
which is one of the two routes – the following argument is easily adapted to deal with mixed strategies
also. First note that with an even balance between the two routes, no driver has an incentive to switch
over to the other route. Next, consider a list of strategies in which x drivers use the upper route and the
remaining 4000 − x drivers use the lower route. Then if x is not equal to 2000, the two routes will have
unequal travel times, and any driver on the slower route would have an incentive to switch to the faster
one. Hence any list of strategies in which x is not equal to 2000 cannot be a Nash equilibrium; and any
list of strategies in which x = 2000 is a Nash equilibrium.
The ‘paradox’. A fascinating thing then happens when we add in an extra road – a superhighway – as in
Figure 45. To keep things simple, we’ll model its travel time as 0, regardless of the number of cars on it,
although the resulting effect would happen even with more realistic (but small) travel times.
Here’s the surprise: there is a unique Nash equilibrium in this new highway network, but it leads to a
worse travel time for everyone. At equilibrium, every driver uses the route through both C and D; and
as a result, the travel time for every driver is 80 (since 4000/100 + 0 + 4000/100 = 80). To see why this
is an equilibrium, note that no driver can benefit by changing their route: with traffic snaking through C
and D the way it is, any other route would now take 85 minutes. And to see why it’s the only equilibrium,
you can check that the creation of the edge from C to D has in fact made the route through C and D
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Figure 45. Adding a superhighway.

a dominant strategy for all drivers: regardless of the current traffic pattern, you gain by switching your
route to go through C and D.
This phenomenon – that adding resources to a transportation network can sometimes hurt performance
at equilibrium – was first articulated by Dietrich Braess in 1968, and it has become known as Braess’s
Paradox. Like many counterintuitive anomalies, it needs the right combination of conditions to actually
pop up in real life; but it has been observed empirically in real transportation networks – including in
Seoul, Korea, where the destruction of a six-lane highway to build a public park actually improved travel
time into and out of the city (even though traffic volume stayed roughly the same before and after the
change).
The social cost of traffic at equilibrium. The Braess Paradox is one aspect of a larger phenomenon, which
is that network traffic at equilibrium may not be socially optimal. The next thing we want to do, is
to quantify how far from optimal traffic can be at equilibrium. We want our analysis to be much more
general than the previous example, but we shall still work with some simplifying assumptions. The set
up is as follows:
• The network can be any directed graph.
• There is a set of drivers, and different drivers may have different starting points and destinations.
• Each edge e has a travel time function Te (x) which gives the time it takes all drivers to cross the
edge when there are x drivers using it.
• For the sake of simplicity we shall assume that all travel-time functions are linear in the amount
of traffic, so that Te (x) = ae x + be for some choice of numbers ae and be that are either positive
or zero. This linearity assumption might not seem completely realistic if one is dealing with road
traffic, but might be very reasonable if dealing with the flow of packets of information over the
internet, for example.
• Finally, we say that a traffic pattern is simply a choice of a path by each driver, and the social
cost of a given traffic pattern is the sum of the travel times incurred by all drivers when they
use this traffic pattern. We shall refer to a traffic pattern which achieves the minimum possible
social cost, as socially optimal.
We want to address two questions:
(1) In any network (with linear travel-time functions), is there always an equilibrium traffic pattern?
(2) Does there always exist an equilibrium traffic pattern whose social cost is not much more than
the social optimum?
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We will show that (1) has a positive response. In answer to (2) we will show that there is always an
equilibrium whose social cost is at most twice that of the optimum.
Finding equilibria. In order to find an equilibrium, we shall follow a procedure called best-response dynamics. Starting from any traffic pattern, we first check if it is an equilibrium. If so, we are done.
Otherwise, we can choose one driver whose best response, given what everyone else is doing, is some
alternate path providing a strictly lower travel time. We then form a new traffic pattern, by having this
driver switch to this alternate path. We then check whether this new pattern is an equilibrium, and so on.
With this procedure in place, the question then becomes, “does this process terminate”? If it does,
then we know that an equilibrium exists (and that the procedure will find it in a finite number of steps).
In order to show that the process stops, what we do is to assign a real number value to each traffic
pattern, which we call the potential energy of the traffic pattern. The idea is that:
• We define the potential energy in such a way that it strictly decreases at each step in the bestresponse process.
• Since it can only take a finite set of values (there are only finitely many traffic patterns for a given
network and a fixed set of drivers), this means that the best-response process can only involve
finitely many steps.
In order to define the potential energy of a traffic pattern, we define a potential energy corresponding to
each edge, and then define the total potential energy to be the sum of these. If an edge e currently has
x drivers on it, then we define the potential energy of this edge to be:
(†)

Te (1) + Te (2) + · · · + Te (x).

If an edge has no drivers on it, its potential energy is defined to be 0. Notice that the potential energy
of an edge e with x drivers is not the total travel time experienced by the drivers that cross it. Since
there are x drivers each experiencing a travel time of Te (x), their total travel time is xTe (x), which is a
different number.
Okay, so now that we have defined the potential energy, let’s consider what happens at a single stage
in the best-dynamics process. The potential energy of an edge with x drivers on it is given by (†). When
one of the drivers leaves it drops to:
Te (1) + Te (2) + · · · + Te (x − 1),
so the change in potential energy on edge e is Te (x) – exactly the travel time that the driver was
experiencing on e. Summing this over all edges used by the driver, we see that the potential energy
released when a driver abandons his current path is exactly equal to the travel time the driver was
experiencing. By the same reasoning, when a driver adopts a new path, the potential energy on each
edge e he joins increases from (†) to:
Te (1) + Te (2) + · · · + Te (x + 1),
and the increase of Te (x + 1) is exactly the new travel time the driver experiences on this edge. Hence,
the potential energy added to the system when a driver adopts a new path is exactly equal to the travel
time the driver now experiences.
It follows when a driver switches paths, the net change in potential energy is simply his new travel
time minus his old travel time – and so is negative.
Comparing equilibrium traffic to the social optimum. Our analysis first involves establishing a relationship
between the potential energy of an edge and the total travel time of all drivers crossing the edge. In fact
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Figure 46
the relationship is quite simple. Since the potential energy of an edge is:
Te (1) + Te (2) + · · · + Te (x),
and the total travel time is xTe (x), it’s not difficult to see that the total travel time is at most twice
the potential energy. One can see this quite easily by considering Figure 46. In that figure the potential
energy is the area under the shaded rectangles, while the total travel time is the area inside the enclosing
rectangle. We can also see this with some simple algebra. Recalling that Te (x) = ae x + be :
Te (1) + Te (2) + · · · + Te (x) = ae (1 + 2 + · · · + x) + be (x)
ae x(x + 1)
+ be x
 2

ae (x + 1)
=
x
+
b
e
(6.2.1)
2
1
≥ x(ae x + be )
2
1
= xTe (x).
2
Now we are almost done. If Z is a traffic pattern, let’s write Energy(Z) for the potential energy of
the configuration, and let’s write SocialCost(Z) to denote the social cost. Then we have:
1
SocialCost(Z) ≤ Energy(Z) ≤ SocialCost(Z).
2
Now, suppose that we start from a socially optimal traffic pattern Z, and we then allow best-response
dynamics to run until they stop at an equilibrium traffic pattern Z 0 . The social cost may start increasing
=

64

GEORGE BARMPALIAS

as we run best-response dynamics, but the potential energy can only go down – and since the social cost
can never be more than twice the potential energy, this shrinking potential energy keeps the social cost
from ever getting more than twice as high as where it started. This shows that the social cost of the
equilibrium we reach is at most twice the cost of the social optimum we started with – hence there is an
equilibrium with at most twice the socially optimal cost, as we wanted to show.
Question 36. There are two cities A and B joined by two routes. There are 80 travellers who begin in
city A and must travel to city B. There are two routes between A and B. Route 1 begins with a highway
leaving city A, this highway takes one hour of travel time regardless of how many travellers use it, and
ends with a local street leading into city B. This local street near city B requires a travel time in minutes
equal to 10 plus the number of travellers who use the street. Route 2 begins with a local street leaving city
A, which requires a travel time in minutes equal to 10 plus the number of travellers who use this street,
and ends with a highway into city B which requires one hour of travel time regardless of the number of
travellers who use this highway.
(a) Draw the network described above and label the edges with the travel time needed to move along
the edge. Let x be the number of travellers who use Route 1. The network should be directed as
all roads are one-way.
(b) Travellers simultaneously chose which route to use. Find the Nash equilibrium value of x.
(c) Now the government builds a new (two-way) road connecting the nodes where local streets and
highways meet. This adds two new routes. One new route consists of the local street leaving city
A (on Route 2), the new road and the local street into city B (on Route 1). The second new route
consists of the highway leaving city A (on Route 1), the new road and the highway leading into
city B (on Route 2). The new road is very short and takes no travel time. Find the new Nash
equilibrium.
(d) What happens to total travel time as a result of the availability of the new road?
(e) If you can assign travellers to routes, then in fact it’s possible to reduce total travel time relative
to what it was before the new road was built. That is, the total travel time of the population can
be reduced (below that in the original Nash equilibrium from part (b)) by assigning travellers to
routes. There are many assignments of routes that will accomplish this. Find one. Explain why
your reassignment reduces total travel time.
Question 37. There are two cities, A and B, joined by two routes, 1 and 2. All roads are one-way
roads. There are 100 travellers who begin in city A and must travel to city B. Route 1 links city A to
city B through city C. This route begins with a road linking city A to city C which has a cost-of-travel
for each traveler equal to 0.5 + x/200, where x is the number of travellers on this road. Route 1 ends
with a highway from city C to city B which has a cost-of-travel for each traveller of 1 regardless of the
number of travellers who use it. Route 2 links city A to city B through city D. This route begins with a
highway linking city A to city D which has a cost-of-travel for each traveler of 1 regardless of the number
of travellers who use it. Route 2 ends with a road linking city D to city B which has a cost-of-travel for
each traveller equal to 0.5 + y/200, where y is the number of travellers on this road.
These costs of travel are the value that travellers put on the time lost due to travel plus the cost of
petrol for the trip. Currently there are no tolls on these roads. So the government collects no revenue
from travel on them.
(a) Draw the network described above and label the edges with the cost-of-travel needed to move along
the edge. The network should be a directed graph as all roads are one-way.
(b) Travellers simultaneously choose which route to use. Find Nash equilibrium values of x and y.
(c) Now the government builds a new (one-way) road from city C to city D. The new road is very
short and has 0 cost-of-travel. Find a Nash equilibrium for the game played on the new network.
(d) What happens to total cost-of-travel as a result of the availability of the new road?
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(e) The government is unhappy with the outcome in part (c) and decides to impose a toll on users
of the road from city A to city C and to simultaneously subsidise users of the highway from city
A to city D. They charge a toll of 0.125 to each user, and thus increase the cost-of-travel by this
amount, for users of the road from city A to city C. They also subsidise travel, and thus reduce
the cost-of-travel by this amount, for each user of the highway from city A to city D by 0.125.
Find a new Nash equilibrium.
(f ) As you will observe in solving part (e) the toll and subsidy in part (e) were designed so that there
is a Nash equilibrium in which the amount the government collects from the toll just equals the
amount it loses on the subsidy. So the government is breaking even on this policy. What happens
to total cost-of-travel between parts (c) and (e)? Can you explain why this occurs? Can you think
of any break-even tolls and subsidies that could be placed on the roads from city C to city B, and
from city D to city B, that would lower the total cost-of-travel even more?
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7. Random network models
It is natural to ask questions of the form, “If I know a network has some particular property, such as a
particular degree distribution, what effect will that have on the wider behaviour of the system?”. It turns
out that properties like degree distributions can in fact have huge effects on networked systems, which is
one of the main reasons we are interested in them. One of the best ways to understand and get a feel
for these effects is to build mathematical models. The next thing we want to do is to consider some of
the various network models which are in widespread use today. We’ll begin by looking at models which
have been traditionally studied by mathematicians, and which are very useful, but which don’t share all
of the properties that we expect real world networks to have. Then we’ll go on to consider some models
which sometimes reflect real world networks more accurately.
The G(n, m) model. In general, a random graph or network is a network model in which some specific
set of parameters take fixed values, but the network is random in other respects. One of the simplest
examples of a random graph is the network in which we fix only the number of vertices n and the number
of edges m. That is, we take n vertices and place m edges among them at random. More precisely, we
choose m pairs of vertices uniformly at random from all possible pairs and connect them with an edge.
Typically one stipulates that the network should be a simple graph, i.e., that it should have no multiedges or self-edges, in which case the position of each edge should be chosen among only those pairs that
are distinct and not already connected by an edge. This model is often referred to by its mathematical
name G(n, m). Another entirely equivalent definition of the model is to say that the network is created
by choosing uniformly at random among the set of all simple graphs with exactly n vertices and m edges.
Important clarification. Strictly, in fact, “the random graph G(n, m)” is not a specific randomly generated
network, but is an ensemble of networks, i.e., a probability distribution over possible networks. Thus
G(n, m) is correctly defined as a probability distribution P (G) over all graphs G in which P (G) = 1/Ω
for simple graphs with n vertices and m edges and zero otherwise, where Ω is the total number of such
simple graphs.
Talking about properties of random graphs. When one talks about the properties of random graphs one
typically means the average properties of the ensemble. For instance, if the diameter `(G) of a network
G is the greatest geodesic distance between two nodes, then the “diameter” of G(n, m) would refer to
this value averaged over the ensemble:
`(G(n, m)) =

X

P (G)`(G) =

1X
`(G).
Ω
G

G

This is a useful definition, because often we are interested in the typical properties of networks. We might
want to know, for instance, what the typical diameter is of a network with a given number of edges.
The model G(n, p). Some properties of the random graph G(n, m) are straightforward to calculate:
obviously the average number of edges is m, for instance, and the average degree is 2m/n. Unfortunately,
other properties are not so easy to calculate, and most mathematical work has actually been conducted
on a slightly different model that is considerably easier to handle. This model is called G(n, p). In G(n, p)
we fix not the number but the probability of edges between vertices. Again we have n vertices, but now
we place an edge between each distinct pair with independent probability p. In this network the number
of edges is not fixed. To give the formal definition in terms of ensembles, G(n, p) is the ensemble of
networks with n vertices in which each simple graph G appears with probability:
n

P (G) = pm (1 − p)( 2 )−m ,
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where m is the number of edges in the graph (and non-simple graphs appear with zero probability).
G(n, p) was first studied by Solomonoff and Rapoport, but it is most closely associated with the names
of Paul Erdos and Alfred Renyi, and is often known as the “Erdos-Renyi random graph”. It’s not too
difficult to establish some of its basic properties, so let’s do that next.
Question 38.
 For p = 0.5, show that as n → ∞ the probability that the number of edges in G(n, p)
exceeds 23 n2 tends to 0.

Mean number of edges and mean degree. It is easy to calculate that the mean number of edges is n2 p,
while the mean degree is (n−1)p. The mean degree of a random graph is often denoted c in the literature,
and we will adopt this convention here also, writing:
c = (n − 1)p.
The degree distribution. It is only a little more complicated to calculate the degree distribution. A given
node in the network is connected with independent probability p to each of the n − 1 other vertices.
Thus the probability of being connected
to a particular k other vertices and not to any of the others is

pk (1 − p)n−1−k . There are n−1
ways
to
choose those k other vertices, and hence the total probability
k
of being connected to exactly k others is:


n−1 k
(7.0.1)
pk =
p (1 − p)n−1−k ,
k
which you should recognise as the binomial distribution. In other words, G(n, p) has a binomial degree
distribution.
In many cases we are interested in the properties of large networks, so that n can be assumed to be
large. Furthermore, as we discussed before, many networks have a mean degree that is approximately
constant as the network size becomes large. (For instance, the typical number of friends a person has does
not depend strongly on the total number of people in the world.) In such a case the situation simplifies
as follows. By definition p = c/(n − 1), so if c is constant then p will become vanishingly small as n → ∞,
which allows us to write:

ln[(1 − p)n−1−k ] = (n − 1 − k)ln 1 −
(7.0.2)

c
n−1



c
u −c,
n−1
where we have expanded the logarithm as a Taylor series, and the equalities become exact as n → ∞.
Taking exponentials of both sizes, we thus find that (1 − p)n−1−k = e−c in the large n limit. Also for
large n we have that:


(n − 1)k
n−1
(n − 1)!
=
u
,
k
(n − 1 − k)!k!
k!
and so equation (7.0.1) becomes:

k
(n − 1)k k −c
(n − 1)k
c
ck
(7.0.3)
pk =
p e =
e−c = e−c ,
k!
k!
n−1
k!
u −(n − 1 − k)

in the limit of large n. Equation 7.0.3 is the Poisson distribution: in the limit of large n, G(n, p) has a
Poisson degree distribution. For this reason G(n, p) is often also called the Poisson random graph.
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Clustering coefficient. We previously defined the clustering coefficient for an individual node u as probability that two randomly chosen neighbours of u have an edge between them. We can then define a
clustering coefficient for the network as a whole, by extending this definition in the obvious way: the
clustering coefficient of a network is the fraction of paths of length two in the network that are closed, in
the sense that the two end nodes are also connected by an edge. For G(n, p) the clustering coefficient is
very easy to calculate since the probability that any two vertices are neighbours is exactly the same –all
such probabilities are equal to p = c/(n − 1). Hence if C is the clustering coefficient then:
(7.0.4)

C=

c
.
n−1

This is one of several respects in which the random graph differs sharply from most from real-world
networks, many of which have quite high clustering coefficients, while Eq. (7.0.4) tends to zero in the
limit n → ∞ if the mean degree c stays fixed.
The giant component. Consider the Poisson random graph G(n, p) for p = 0. In this case there are no
edges in the network at all and it is completely disconnected. Each vertex is an island on its own; the
network has n separate components of exactly one vertex each. In the opposite limit, when p = 1, every
possible edge in the network is present and the network is an n-vertex clique. In this case, all the vertices
are connected together in a single component that spans the entire network.
Now let us focus on the size of the largest component in the network in each of these cases. In the
first case (p = 0) the largest component has size 1. In the second (p = 1) the largest component has size
n. Apart from the second being much larger than the first, there is an important qualitative difference
between these two cases: in the first case the size of the largest component is independent of the number
of vertices n in the network; in the second it is proportional to n, or extensive in the jargon of theoretical
physics. In the first case, the largest component will stay the same size if we make the network larger,
but in the second it will grow with the network.
The distinction between these two cases is an important one. In many applications of networks it
is crucial that there be a component that fills most of the network. For instance, in the Internet it is
important that there be a path through the network from most computers to most others. If there were
not, the network wouldn’t be able to perform its intended role of providing computer-to-computer communications for its users. Moreover, most networks do in fact have a large component that fills most of
the network. We can gain some useful insights about what is happening in such networks by considering
how the components in our random graph.
So let us consider the largest component of our random graph, which, as we have said, has constant
size 1 when p = 0 and extensive size n when p = 1. An interesting question to ask is how the transition
between these two extremes occurs if we construct random graphs with gradually increasing values of
p, starting at 0 and ending up at 1. We might guess, for instance, that the size of the largest component somehow increases gradually with p, becoming extensive only in the limit where p = 1. In reality,
however, something much more interesting happens. As we will see, the size of the largest component
undergoes a sudden change, or phase transition, from constant size to extensive size at one particular
special value of p. Let us take a look at this transition.
We can calculate the expected size of the largest component in the Poisson random graph exactly in
the limit of large network size n → ∞ as follows. We denote by u the average fraction of vertices in
the random graph that do not belong to the largest component. Alternatively, we can regard u as the
probability that a randomly chosen vertex in the graph does not belong to the largest component.
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For a node i not to belong to the largest component it must not be connected to the largest component
via any other node. That means that for every other node j in the graph either (a) i is not connected
to j by an edge, or (b) i is connected to j but j is itself not a member of the largest component. The
probability of outcome (a) is simply 1 − p, the probability of not having an edge between i and j, and the
probability of outcome (b) is pu, where the factor of p is the probability of having an edge and the factor
of u is the probability that vertex j doesn’t belong to the largest component. Thus the total probability
of not being connected to the largest component via vertex j is 1 − p + pu.
Then the total probability of not being connected to the giant component via any of the n − 1 other
vertices in the network is:
n−1

c
(1 − u)
,
u = (1 − p + pu)n−1 = 1 −
n−1
where we have used the definition of c. Now take logs of both sides:

lnu = (n − 1)ln 1 −
(7.0.5)
u −(n − 1)


c
(1 − u)
n−1

c
(1 − u) = −c(1 − u),
n−1

where the approximate equality becomes exact in the limit of large n. Taking exponentials of both sides
we get:
(7.0.6)

u = e−c(1−u) .

But if u is the expected fraction of nodes not in the largest component, then the expected fraction in the
largest component is S = 1 − u. Rewriting in terms of S then gives:
(7.0.7)

S = 1 − e−cs .

This tells us the size of the giant component as a fraction of the size of the network in the limit of
large network size, for any given value of the mean degree c. Unfortunately, though the equation is very
simple it doesn’t have a simple solution for S in closed form. We can, however, get a good feeling for
it’s behaviour from a graphical solution. See Figure 47, which shows the expected proportion of nodes
belonging to the largest component as a function of c. Once can see that a fascinating phase transition
occurs at c = 1. Roughly what this means is that if n is very large, and if p is such that the average
degree is > 1 then one can be almost certain that a reasonable proportion of the network will belong
to the largest component. If p is such that c < 1, however, we can be fairly certain this will not be the case.
Problems with G(n, p). The Poisson random graph is one of the best studied models of networks. In
the half century since its first proposal it has given us a tremendous amount of insight into the expected
structure of networks of all kinds, particularly with respect to component sizes and network diameters.
The fact that it is both simple to describe and straightforward to study using analytic methods makes
it an excellent tool for investigating all sorts of network phenomena. The random graph does, however,
have some severe shortcomings as a network model. There are many ways in which it is completely unlike
most real-world networks. These include:
• One clear problem that we already mentioned is that it shows essentially no clustering.
• A very significant difference is the shape of the degree distribution. As we discussed previously,
real networks typically have right-skewed degree distributions, with long tails, i.e. with most
vertices having low degree but with a small number of high-degree ”hubs” in the tail of the
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Figure 47
distribution. The random graph on the other hand has a Poisson degree distribution, which
drops off very quickly, giving very dew high degree nodes.
Question 39. Consider the random graph G(n, p) with mean degree c.
(a) Show that in the limit of large n the expected number of triangles in the network is 61 c3 . This
means that the number of triangles is constant, neither growing nor vanishing in the limit of large
n.
(b) A connected triple is a sequence of three nodes u, v, w such that there exist edges between u and v
and between v and w (and there could exist an edge between u and w, or there could not). Show
that in the limit as n → ∞ the expected number of connected triples in the network is 21 nc2 .
(c) Use these values to calculate the clustering coefficient C, and check that what you get agrees with
the previous expression that we found.
Question 40. The cascade model is a simple mathematical model of a directed acyclic network, sometimes
used to model food webs (i.e. ecological networks in which the nodes are species in an ecosystem and the
edges represent predator-prey relationships between them). We take n vertices labeled i = 1...n and place
an undirected edge between each distinct pair with independent probability p, just as in the ordinary random
graph. Then we add directions to the edges such that each edge runs from the vertex with numerically
higher label to the vertex with lower label. This ensures that all directed paths in the network run from
higher to lower labels and hence that the network is acyclic.
(a) Show that the average in-degree of vertex i in the ensemble of the cascade model is (n − i)p and
the average out-degree is (i − 1)p.
(b) Show that the expected number of edges that connect to vertices i and lower from vertices above i
is (ni − i2 )p.
(c) Assuming n is even, what are the largest and smallest values of this quantity and where do they
occur?
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In a food web this expected number of edges from high-to-low numbered nodes is a rough measure of
energy flow and the cascade model predicts that energy flow will be largest in the middle portions of a food
web and smallest at the top and bottom.
Preferential attachment models. Amongst the objections to G(n, p) that we made above was the fact
that it produces a degree distribution which drops off much more quickly than is the case for most real
world networks. Experiments measuring the distribution of links on the Web, for example, in studies over
many different Web snapshots, taken at different points in the Web’s history, have consistently found that
the fraction of Web pages that have k in-links is approximately proportional to 1/k 2 . This is a function
which tends to 0 as k → ∞ much more slowly than given by the Poisson distribution. So it becomes a
natural question to establish and understand network models which produce degree distributions of this
kind. Here is a simple model for the creation of links among Web pages, which essentially stems from the
idea that high degree nodes may often be created through the tendency of individuals to copy others:
(1) Pages are created in order, and named 1, 2, . . . , N .
(2) When page j is created, it produces a link to an earlier Web page according to the following
probabilistic rule (which is controlled by a single number p between 0 and 1).
(a) With probability p, page j chooses a page i uniformly at random from among all earlier
pages, and creates a link to this page i.
(b) With probability 1 − p, page j instead chooses a page i uniformly at random from among
all earlier pages, and creates a link to the page that i points to.
(c) This describes the creation of a single link from page j; one can repeat this process to create
multiple, independently generated links from page j. (However, to keep things simple, we
will suppose that each page creates just one outbound link.)
The main result about this model is that if we run it for many pages, the fraction of pages with k
in-links will be distributed approximately according to a power law 1/k c , where the value of the exponent
c depends on the choice of p. This dependence goes in an intuitively natural direction: as p gets smaller,
so that copying becomes more frequent, the exponent c gets smaller as well, making one more likely
to see extremely popular pages. Proving this result completely rigorously would require more intricate
analysis than we’ll be able to do here. What we’ll do is to provide a heuristic analysis, which should
hopefully be convincing, and can actually be turned into a rigorous proof. First of all, note that the
copying mechanism in (2b) is really an implementation of the following “rich-get-richer” dynamics: when
you copy the decision of a random earlier page, the probability that you end up linking to some page `
is directly proportional to the total number of pages that currently link to `. Thus, an equivalent way to
write our copying process would have been to phrase (2b) as:
(2)(b) With probability 1 − p, page j chooses a page ` with probability proportional to `’s current
number of in-links, and creates a link to `.
To provide our heuristic analysis, what we now do is to describe an approximation to the model, which
allows for much simpler calculations, and gives the correct value for the exponent c in the power law.
The analysis we provide can be (and has been) turned into a formal proof. First though, let’s discuss
some simple properties of the original probabilistic model itself. The number of in-links to a node j at a
time step t ≥ j is a random variable Xj (t). Let’s observe two facts about Xj (t):
(a) The initial condition. We have that Xj (j) = 0.
(b) The expected change to Xj over time. Node j gains an in-link at step t + 1 if and only if the link
from the newly created node t + 1 points to it. This happens with probability:
p (1 − p)Xj (t)
+
.
t
t
Question 41. Explain why the probability that Xj (t + 1) > Xj (t) is given by the formula in (b) above.
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The central idea in formulating the simpler model is to make it deterministic – that is, a model in
which there are no probabilities, but in which everything instead evolves in a fixed way over time, like
an idealised physical system that behaves according to some “equations of motion” starting from a set
of initial conditions. To do this, we have time run continuously from 0 to N (rather than in the discrete
steps 1, 2, 3, ...), and we approximate Xj (t) – the number of in-links of node j – by a continuous function
of time xj (t). We characterise the function xj by two properties that seek to approximate the initial
conditions and expected change over time that we described above for Xj (t). The two properties of the
function xj are the following.
(a) The initial condition. We define xj (j) = 0.
(b) The growth equation.We specify that:
p (1 − p)xj
dxj
= +
.
dt
t
t
Using differential equations, we have thus specified the behaviour of xj , our deterministic approximation to the number of in-links to node j over time. Essentially, rather than dealing with random variables
Xj (t) that move in small probabilistic “jumps” at discrete points in time, we get to work with a quantity
xj that grows completely smoothly over time, at a rate tuned to match the expected changes in the
corresponding random variables. We now explore the consequences of the differential equation defining
xj ; this leads quickly to the kind of power-law distribution we want.
Solving the deterministic equations. We begin by solving the differential equation governing xj . For
notational simplicity, let’s write q = 1 − p, so that the differential equation becomes:
p + qxj
dxj
=
.
dt
t
Dividing both sides by p + qxj , we get:
1
1
dxj
= .
p + qxj dt
t
Then integrating both sides:
Z

1
dxj
dt =
p + qxj dt

Z

1
dt,
t

and
ln(p + qxj ) = qlnt + c
for a constant c. Exponentiating and writing A = ec , we get
p + qxj = Atq
and so,
1
(Atq − p).
q
Now we can determine the value of the constant A by using the fact that xj (j) = 0. This gives:
1
0 = xj (j) = (Aj q − p),
q
q
so that A = p/j . Plugging this value of A back in to (7.0.8) we get

 q


1 p q
t
p
(7.0.9)
xj (t) =
·
t
−
p
=
−
1
.
q jq
q
j
(7.0.8)

xj (t) =

Identifying a power law in the deterministic approximation. Equation (7.0.9) is a significant intermediate
step in the analysis, since it gives us a closed-form expression for how each xj grows over time. Now we
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want to use this to ask the following question: For a given value of k, and a time t, what fraction of all
nodes have at least k in-links at time t?
Since xj approximates the number of in-links of node j, the analogue to this question that we consider
in our simplified model is: For a given value of k, and a time t, what fraction of all functions xj satisfy
xj (t) ≥ k? Using Equation (7.0.9), this corresponds to the inequality:

 q
p
t
xj (t) =
− 1 ≥ k.
q
j
Rewriting in terms of j,

−1/q
q
j≤t
·k+1
.
p
This the fraction of the functions x1 , x2 , . . . , xt which satisfy this is
−1/q

q
·k+1
.
(7.0.10)
p
We can already see the power law taking shape here: since p and q are constants, the expression inside
brackets on the right-hand-side is proportional to k, and so the fraction of xj that are at least k is proportional to k −1/q .
For the final step, note that this has so far been about the fraction of nodes F (k) with at least k
in-links. But from this, we can directly approximate the fraction of nodes f (k) with exactly k in-links
simply by taking the derivative – in other words, approximating f (k) by −dF/dk. Differentiating the
expression in Equation (7.0.10), we get:
−1−1/q

1q q
·k+1
.
qp p
In other words, the deterministic model predicts that the fraction of nodes with k in-links is proportional
to k −(1+1/q) – a power law with exponent
1
1
1+ =1+
.
q
1−p
Subsequent analysis of the original probabilistic model showed that, with high probability over the
random formation of links, the fraction of nodes with k in-links is indeed proportional to k (1+1/(1−p)) .
The heuristic argument supplied by the deterministic approximation to the model thus provides a simple
way to see where this power-law exponent 1 + 1/(1 − p) comes from.
The behaviour of this exponent also makes sense intuitively as we vary p. When p is close to 1, link
formation is mainly based on uniform random choices, and so the role of rich- get-richer dynamics is
muted. Correspondingly, the power-law exponent tends to infinity, showing that nodes with very large
numbers of in-links become increasingly rare. On the other hand, when p is close to 0, the growth of the
network is strongly governed by rich-get-richer behaviour, and the power-law exponent decreases toward
2, allowing for many nodes with very large numbers of in-links. The fact that 2 is a natural limit for the
exponent as rich-get-richer dynamics become stronger also provides a nice way to think about the fact
that many power-law exponents in real networks (such as for the number of in-links to a Web page) tend
to be slightly above 2.
Question 42. Consider an online news site, which consists of a front page with links to many different
articles. The people who operate such sites generally track the popularity of the various articles that get
posted, asking questions like the ones that we’ve seen here: “As a function of k, what fraction of all
articles have been viewed by k people?” Let’s call this the popularity distribution of the articles.
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Figure 48

Now suppose that the operators of such a news site are considering changing the front page, so that
next to each link is a counter showing how many people have clicked on the link. First, what effect do
you think this change will have on the behaviour of people using the site? Second, do you expect that
adding this feature will cause the popularity distribution of the articles to follow a power-law distribution
more closely or less closely, compared to the version of the site before these counters were added? Give
an explanation for your answer.
The small world model. The preferential attachment model that we just considered, was designed so
as to emulate the power-law degree distributions often seen in real world networks. It doesn’t, however,
generate networks with any significant level of transitivity, as quantified by the clustering coefficient (and
the Poisson Random Graph is even worse!).
For a moment, let’s concentrate just on the clustering coefficient of a network, and forget about other
properties that we would like to be satisfied. It is not that difficult to come up with a network model
that does have a high clustering coefficient. For example, a simple triangular lattice, as shown in Figure
48 has significant transitivity. In fact, as n → ∞ the clustering coefficient tends to 0.4.
Question 43. You will have observed previously, in your answer to Question 39, that the clustering
coefficient C of a network can also be written:
C=

number of triangles × 3
.
number of connected triples

Using this expression, show that in the limit of large n (noting that the fraction of nodes at the border of
the network tends to 0 as n → ∞), the clustering coefficient of the triangular lattice tends to 0.4.
A value of 0.4 is comparable with the clustering coefficients measured for many social networks. Moreover, this value does not depend too much on the size of the network, as the value for the Poisson random
graph (and many other models) does, so it remains large even as the network size diverges.
Another simple model network with high transitivity is depicted in Figure 49(a). Unlike the triangular
lattice, this model allows the value of the clustering coefficient to be varied. In this model the nodes are
arranged on a one-dimensional line, and each vertex is connected by an edge to the c vertices nearest to
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Figure 49

it, where for consistency c should be an even number. To make analytic treatment easier, we can apply
periodic boundary conditions to the line, effectively bending it around into a circle, as in Fig 49(b).
Question 44. Assuming that n > 2c, calculate the clustering coefficient of networks of the form depicted
in Figure 49(b), as a function of c. What is the range of clustering coefficients that can be obtained by
varying c?
While this simple “circle model” and the triangular lattice both give large values of the clustering
coefficient, they are clearly unsatisfactory in other respects as models of networks. One obvious problem
is the degree distribution. The circle model, for instance, gives all vertices the same degree c. In the
language of graph theory the model generates a regular graph, which is entirely unlike most real-world
networks. This problem, however, could quite easily be solved by making a circle of vertices with varying
degrees instead of constant ones. A more serious problem with models of this type is that they are “large
world” – they don’t display the small-world effect characteristic of essentially every observed network in
the real world.
Question 45. For the network of Figure 49(b), as n → ∞, what does the average geodesic distance
between two nodes tend to (as a function of n and c)?
By contrast, the Poisson random graph G(n, p) does capture the small-world effect rather well, so long
as p is not too small. Thus we have two models, our simple circle model and the random graph G(n, p),
that between them each capture one property of real networks – high transitivity and short path lengths
– but neither captures both. This leads us to ask whether it is possible to create a hybrid of the two
that, like real-world networks, displays both high transitivity and short path lengths simultaneously. The
small-world model, proposed in 1998 by Watts and Strogatz, does exactly this.
Defining the model. Starting with a circle model of n vertices in which every vertex has degree c, we
go through each of the edges in turn and with some probability p we remove that edge and replace it
with one that joins two vertices chosen uniformly at random. The randomly placed edges are commonly
referred to as shortcuts because, as shown in Figure 50 they create shortcuts from one part of the circle
to another.
The parameter p in the small-world model controls the interpolation between the circle model and
the random graph. When p = 0 no edges are rewired and we retain the original circle. When p = 1 all
edges are rewired to random positions and we have a random graph. For intermediate values of p we
generate networks that lie somewhere in between. Thus for p = 0 the small-world model shows clustering
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Figure 50

but no small-world effect. For p = 1 it does the reverse. The crucial point about the model is that as
p is increased from zero the clustering is maintained up to quite large values of p while the small-world
behaviour, meaning short average path lengths, already appears for quite modest values of p. As a result
there is a substantial range of intermediate values for which the model shows both effects simultaneously,
thereby demonstrating that the two are in fact entirely compatible and not exclusive at all.
Question 46. Does this network model satisfy the kind of power law for the degree distribution, that
we have said most real world networks do satisfy? If so, explain why. If not, can you think of a way of
modifying the model which might achieve this?
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8. Web search and the problem of ranking
There are a number of complex tasks which Google and other search engines have to take care of in
order to be able to deal with search queries. First of all, there certainly isn’t time when somebody enters
a search such as “London School of Economics” to go out searching all the data that is out there for
relevant entries. So in order to deal with a search efficiently, they will already have to have spent vast
amounts of time searching the web, and organising all (or rather a lot of) of the information on it in
their data banks, in such a way that the addresses of pages relevant to the search can be found very
quickly once the search comes in. Then another major and complicated task, is to rank all of the relevant
pages in an effective fashion, so as to return results in which the most relevant pages are listed first. Of
course these two tasks are not entirely independent – the manner in which the information collected is
organised should surely also depend upon the way in which we shall wish to later access that information
and return relevant searches. For now though, we’ll concentrate on the second task: how to decide which
pages are the most relevant for a given search, i.e. the problem of page ranking.
There are a large number of complexities when considering the problem of page ranking. Among these
difficulties are (and there are many others!):
• On a single topic, one can easily find pages written by experts, novices, conspiracy theorists etc
and without a human overseeing every aspect of the process it may be difficult to tell which is
which.
• There is a correspondingly rich diversity in the set of people issuing queries, and in this context
the problem of multiple meanings presents a problem. For example, when somebody searches for
“Ford”, do they mean the car manufacturer or the president?
• One has to be able to tell in an automated fashion, basically what a webpage is about. The
webpage for the London School of Economics might not actually mention the phrase “London
School of Economics” as many times as other sites, or might include the word “overseas” or
“building” more times than it does the name of the university.
• There is also the issue of the dynamic and constantly-changing nature of Web content. On
September 11, 2001, many people ran to Google and typed “World Trade Center.” But there
was a mismatch between what people thought they could get from Google and what they really
got: since Google at the time was built on a model in which it periodically collected Web pages
and indexed them, the results were all based on pages that were gathered days or weeks earlier,
and so the top results were all descriptive pages about the building itself, not about what had
occurred that morning.
• One has to be able to deal with huge amounts of information.
Link analysis using Hubs and Authorities. Suppose that somebody enters a search for “Volvo”.
What would suggest that the homepage for the Volvo company is a good answer? Their homepage might
not use the word “Volvo” more often or more prominently than many other pages. A basic idea, is that
it might be difficult to discern very much on the page itself which makes it stand out BUT that the page
should stand out because of features of other webpages: when a page is relevant to the search “Volvo”,
very often the homepage for the company will be linked to.
This is the first part of the argument that links are essential to ranking: that we can use them to
assess the authority of a page on a topic, through the implicit endorsements that other pages on the topic
confer through their links to it. We can already use this idea in order to develop a basic method:
A basic search method. In the case of a query for “Volvo”, we could first collect a large sample of pages
which appear to be relevant to the query simply because they mention the word. We could then let pages
in this sample “vote” through their links: which page on the Web receives the greatest number of in-links
from these pages? Even this simple measure of link-counting works quite well for queries when there is
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Figure 51

a single page that most people agree should be ranked first.
A list finding technique. So we already have a basic method, which will work reasonably well in some
circumstances. We can do a lot better, however, if we make deeper use of the network structure than
just counting in-links. Consider, as a typical example, the one-word query “newspapers.” Here there is
not necessarily a single, intuitively “best” answer; there are a number of prominent newspapers, and an
ideal answer would consist of a list of the most prominent among them. What happens if we try our
basic method for the query “newspapers”?
What you will typically observe, if you try this experiment, is that you get high scores for a mix of
prominent newspapers (i.e. the results you’d want) along with pages that are going to receive a lot of
in-links no matter what the query is – pages like Yahoo!, Facebook, Amazon, and others. In other words,
to make up a very simple hyperlink structure for purposes of this example, we’d see something like Figure
51, where the unlabelled circles represent our sample of pages relevant to the query “newspapers,” (i.e.
pages which mention that word) and among the four pages receiving the most votes from them, two are
newspapers (New York Times and USA Today) and two are not (Yahoo! and Amazon).
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The next idea now, is that to improve our method of ranking, we can begin to discern between the
pages in our sample of ‘relevant’ pages (the unlabelled circles in Figure 51). Perhaps some of these pages
should be weighted more heavily than others? The suggestion we’ll follow is that a page in the sample
should be weighted more highly if it points to more of the pages that received a lot of votes. In our
newspaper example, these might be pages which list links to lots of newspapers, so we shall refer to such
pages as good “lists”.
Some intuition might be provided here by considering way we evaluate endorsements in our everyday
lives. Suppose you move to a new town and hear restaurant recommendations from a lot of people. After
discovering that certain restaurants get mentioned by a lot of people, you realise that certain people in
fact had mentioned most of these highly-recommended restaurants when you asked them. These people
play the role of the high-value lists on the Web, and it’s only natural to go back and take more seriously
the more obscure restaurants that they recommended, since you now particularly trust their judgment.
To make all of this concrete, we’ll say that a page’s value as a list is equal to the sum of the votes
received by all pages that it voted for. Figure 52 shows the result of applying this rule to the pages
casting votes in our example. Of course, in reality, our set of sample pages would be much larger than in
that Figure.
The Principle of Repeated Improvement. If we believe that pages scoring well as lists actually have a better sense for where the good results are, then we should weight their votes more heavily. So, in particular,
we could tabulate the votes again, but this time giving each page’s vote a weight equal to its value as a
list. Figure 53 shows what happens when we do this on our example: now the other newspapers have
surpassed the initially high-scoring Yahoo! and Amazon, because these other newspapers were endorsed
by pages that were estimated to be good lists.
The final part of the argument for link analysis is then the following: Why stop here? If we have better
votes on the right-hand-side of the figure, we can use these to get still more refined values for the quality
of the lists on the left-hand-side of the figure. And with more refined estimates for the high-value lists,
we can re-weight the votes that we apply to the right-hand-side once again. The process can go back and
forth forever: it can be viewed as a Principle of Repeated Improvement, in which each refinement to one
side of the figure enables a further refinement to the other.
Hubs and Authorities. This suggests a ranking procedure that we can try to make precise, as follows.
First, we’ll call the kinds of pages we were originally seeking – the prominent, highly endorsed answers to
the queries – the authorities for the query. We’ll call the high-value lists the hubs for the query. Initially
the set of hubs is a large set of webpages which just mention the query word, and the authorities are
all pages pointed to by the hubs. Now, for each page p, we’re trying to estimate its value as a potential
authority and as a potential hub, and so we assign it two numerical scores: auth(p) and hub(p). Each of
these starts out with a value equal to 1, indicating that we’re initially agnostic as to which is the best in
either of these categories.
Now, voting – in which we use the quality of the hubs to refine our estimates for the quality of the
authorities – is simply the following:

Authority update rule: For each page p update auth(p) to be the sum of the hub scores
of all pages that point to it.
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Figure 52
On the other hand, the list-finding technique – in which we use the quality of the authorities to refine
our estimates for the quality of the hubs, is the following:
Hub Update Rule: For each page p, update hub(p) to be the sum of the authority scores
of all pages that it points to.
Then the Principle of Repeated Improvement says that to obtain better estimates, we should simply
apply these rules in alternating fashion, as follows.
• We start with all hub scores and all authority scores equal to 1.
• We choose a number of steps k.
• We then perform a sequence of k hub-authority updates. Each update works as follows:
(1) First apply the Authority Update Rule to the current set of scores.
(2) Then apply the Hub Update Rule to the resulting set of scores.
• At the end, the hub and authority scores may involve numbers that are very large. But we only
care about their relative sizes, so we can normalise to make them smaller: we divide down each
authority score by the sum of all authority scores, and divide down each hub score by the sum
of all hub scores.
Question 47. Show the values that you get if you run two rounds of computing hub and authority values
on the network of Web pages in Figure 54. (That is, the values computed by the k-step hub-authority
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Figure 53

computation when we choose the number of steps k to be 2.) Show the values both before and after the
final normalisation step, in which we divide each authority score by the sum of all authority scores, and
divide each hub score by the sum of all hub scores. It’s fine to write the normalised scores as fractions
rather than decimals.)
The question now is, “What happens if we do this for larger and larger values of k?” It turns out
that the normalised values actually converge to limits as k goes to infinity: in other words, the results
stabilise so that continued improvement leads to smaller and smaller changes in the values we observe.
So our next task is to prove this fact.
Proving that the normalised hub and authority values tend to a limit will basically amount to the
same sort of analysis in terms of eigenvectors and eigenvalues for matrix representations of the network
that we carried out in Section 3. This kind of analysis is extremely common and is often referred to
as spectral analysis. So the n pages of the network, we’ll think of as n nodes in our network, labelled
1, 2, . . . , n. We are dealing with a directed network. This time it’ll be convenient to define things the
other way around from before (just because it’s standard in this context). So for our adjacency matrix
M , we’ll say Mij = 1 iff there is a directed edge (i.e. a link) from i to j (rather than from j to i as before),
and Mij = 0 otherwise.

82

GEORGE BARMPALIAS

Figure 54
Now, since the hub and authority scores are lists of numbers, we can represent them simply as vectors
in n dimensions, where the ith coordinate gives the hub or authority score of node i. Specifically, we
write h for the vector of hub scores, with hi equal to the hub score of node i, and we similarly write a
for the vector of authority scores.
Hub and Authority Update Rules as Matrix-Vector Multiplication. Let’s consider the Hub Update Rule
in terms of the notation we’ve just defined. For a node i, its hub score hi is updated to be the sum of aj
over all nodes j to which i has an edge. Note that these nodes j are precisely the ones for which Mij = 1.
Thus we can write the update rule as:
hi ← Mi1 a1 + Mi2 a2 + · · · + Min an ,
where we use the notation ← to mean that the quantity on the left-hand-side is updated to become the
quantity on the right-hand-side. In terms of matrix-vector multiplication, this is simply:
h ← M a.
Specifying the Authority Update Rule in this style is strictly analogous, except that the scores flow
in the other direction across the edges. That is, ai is updated to be the sum of hj over all nodes j that
have an edge to i, so:
ai ← M1i h1 + M2i h2 + · · · + Mni hn .
Once again, we can write this more neatly:
a ← M T h.
Unwinding the k-step hub-authority computation. What happens when, instead of just one update, we
perform k steps of the hub-authority update computation? We start with initial vectors of authority and
hub scores that we denote ah0i and hh0i , each of them equal to the vector all of whose coordinates are 1.
Now, let ahki and hhki denote the vectors of authority and hub scores after k applications of the
Authority and then Hub Update Rules in order. If we simply follow the formulas above, we first find
that:
ah1i = M T hh0i ,
and
hh1i = M ah1i = M M T hh0i .
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Then, more generally:
ahki = (M T M )k−1 M T hh0i ,
and
hhki = (M M T )k hh0i .
So one can see that identifying what these vectors tend to (once normalised) in the limit, basically
just amounts to the same analysis as in Section 3 – the answer will basically be given by the eigenvector
corresponding to the largest eigenvalue. Let’s see how this works in detail though.
Thinking about multiplication in terms of eigenvectors. Let’s keep in mind that, since the actual magnitude of the hub and authority values tend to grow with each update, they will only converge when we
take normalisation into account. To put it another way, it is the directions of the hub and authority
vectors that are converging. Concretely, what we will show is that there are constants c and d so that
the sequences of vectors
ahki
hhki
and k ,
k
c
d
converge to limits as k goes to infinity. We’ll talk first about the sequence of hub vectors, and then the
result for authority vectors follows directly from that. We can immediately note that if
hhki
(M M T )k hh0i
=
ck
ck
is going to tend to a limit hh∗i say, then the direction of hh∗i shouldn’t change when it is multiplied by
(M M T ), although its length must grow by a factor of c. That is, we expect that hh∗i will satisfy the
equation:
(M M T )hh∗i = chh∗i .
So, in other words hh∗i must be an eigenvector of M M T with eigenvalue c. Using a similar analysis to
hki
in Section 3, we can then prove that the sequence of vectors hck does indeed converge to an eigenvector
of M M T .
Since the matrix M M T is symmetric, we know from our linear algebra facts, that we can find an
orthonormal set of eigenvectors for this matrix. Let these eigenvectors be z 1 , . . . , z n , with corresponding
eigenvalues c1 , . . . , cn . All of these eigenvalues will be real and non-negative. Let’s order so that |c1 | ≥
|c2 | ≥ · · · ≥ |cn |. Previously in Section 3 we could apply the Perron-Frobenius Theorem to conclude (so
long as the (undirected) network was connected) that actually c1 > c2 , i.e. that it is strictly greater. Here
though, we aren’t actually dealing with the adjacency matrix of a connected network anymore, so we
might not actually have c1 > c2 . In large realistic network, this will almost always be the case though.
For now let’s assume c1 > c2 – we’ll say how to deal with situations where this is not the case later.
Just as we did before, we can then note that any vector x can be written in terms of our basis of
eigenvectors. So if x = p1 z 1 + · · · + pn z n , then:
(M M T )x = (M M T )(p1 z 1 + · · · + pn z n )
(8.0.1)

= p1 M M T z 1 + · · · + pn M M T z n
= p1 c1 z 1 + · · · + pn cn z n .

Convergence of the hub-authority computation. Let hh0i = q1 z 1 + · · · + qn z n . From our analysis so far
we get that:
hhki = (M M T )k hh0i = ck1 q1 z 1 + · · · + ckn qn z n .
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Dividing both sides by ck1 we get:
hhki
= q1 z 1 +
ck1



c2
c1

k


z2 · · · +

cn
c1

k
qn z n .

Recalling our assumption that |c1 | > |c2 | (which we’ll relax shortly), we see that as k goes to infinity,
hki
every term on the right-hand side but the first is going to 0. As a result, the sequence of vectors hck is
1
converging to the limit q1 z 1 as k goes to infinity.
Wrapping up. We’re essentially done at this point; but to round out the picture of convergence, we will
show two important things. First, we need to make sure that the coefficient q1 in the argument above is
not zero, so as to be able to ensure so that the limit q1 z 1 is in fact a non-zero vector in the direction of z 1 .
Actually, this is something that we brushed over in Section 3, but we’ll put that right now. Second, we
will find that in fact a limit in the direction of z 1 is reached essentially regardless of our choice of starting
hub scores: it is in this sense that the limiting hub weights are really a function of the network structure,
not the starting estimates. We will show these two facts in reverse order, considering the second point first.
To begin with, then, let’s suppose we began the computation of the hub vector from a different starting
point: rather than having hh0i be the vector with all coordinates equal to 1, we pick some other starting
vector x. Let’s suppose only that x has a positive number in each coordinate – we’ll call such a vector
a positive vector. As we noted before, we can write x = p1 z 1 + pn z n , for some choice of multipliers
p1 , ..., pn , and so (M M T )k x = ck1 p1 z 1 + ckn pn z n . Once again we get that this is converging towards p1 z 1
– in other words, we still get convergence to a vector in the direction of z 1 even with this new choice for
the starting vector x (but we don’t yet know that p1 6= 0).
Now, let’s show why q1 (corresponding to hh0i ) and p1 (corresponding to x, our alternative starting
vector) above are not zero (hence showing that the limits are non-zero vectors). Note that p1 is just the
inner product z 1 x, and similarly q1 is the inner product z 1 hh0i . Now we can argue as follows:
(1) It is not possible for every positive vector to be orthogonal to z 1 . If x is positive and orthogonal
to z 1 , then one can change one of the components of x where z 1 is non-zero, by an amount small
enough such that the vector remains positive. Then the new inner product cannot be zero (and
we can ensure it is positive by changing the component in the right direction). So we can take x0
which is positive, and for which the iteration converges to p01 z 1 which is a non-zero vector, and
where p01 > 0.
(2) Since all entries of M M T and x0 are non-negative, by the observation above, we must have that
all entries of z 1 are non-negative (and some are positive since z 1 is not the zero vector).
(3) So if we consider the inner product of any positive vector with z 1 , the result must be positive.
This is what we wanted to show – p1 and q1 must be positive.
This is pretty much the full analysis, with the only loose end being our assumption that |c1 | > |c2 |.
Let us now relax this assumption. In general, there may be ` > 1 eigenvalues that are tied for the largest
absolute value: that is, we can have |c1 | = · · · = |c` |, and then eigenvalues c`+1 , ..., cn are all smaller
in absolute value. While we won’t go through all the details here, it is not hard to show that all the
eigenvalues of M M T are non-negative, so in fact we have c1 = · · · = c` > c`+1 ≥ · · · ≥ cn ≥ 0. We then
have:

k
 k
c`+1
cn
hhki
= q1 z 1 + · · · q` z ` +
q`+1 z `+1 · · · +
qn z n .
c1
c1
ck1
Terms ` + 1 to n of this sum go to zero, and so the sequence converges to q1 z 1 + · · · + q` z ` . Thus, when
c1 = c2 = · · · cell , we still have convergence, but the limit to which the sequence converges might now
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depend on the choice of the initial vector hh0i (and particularly its inner product with each of z 1 , ..., z ` ).
We should emphasise, though, that in practice, with real and suffciently large hyperlink structures, one
essentially always gets a matrix M with the property that M M T has |c1 | > |c2 |.
Question 48.
(a) Show the values that you get if you run two rounds of computing hub and authority
values on the network of Web pages in Figure 55. Show the values both before and after the final
normalisation step, in which we divide each authority score by the sum of all authority scores,
and divide each hub score by the sum of all hub scores.
(b) Due to the symmetry of nodes A and B in part (a), you should have seen that they get the same
authority scores. Now let’s look at what happens to the scores when node E, which links to B,
decides to link to C as well. This produces the new network of Web pages shown in Figure 56.
Similarly to part (a), show the normalised hub and authority values that each node gets when you
run the 2-step hub-authority computation on the new network.
(c) In (b), which of nodes A or B now has the higher authority score? Give a brief explanation in
which you provide some intuition for why the difference in authority scores between A and B in
(b) turned out the way it did.
Question 49. Designers of Web content often reason explicitly about how to create pages that will score
highly on search engine rankings. In a scaled-down setting, this question explores some reasoning in that
style.
(a) Show the values that you get if you run two rounds of computing hub and authority values on
the network of Web pages in Figure 57 (as before show the values both before and after the final
normalisation step).
(b) Now we come to the issue of creating pages so as to achieve large authority scores, given an
existing hyperlink structure. In particular, suppose you wanted to create a new Web page X, and
add it to the network in Figure 57, so that it could achieve a (normalised) authority score that
is as large as possible. One thing you might try is to create a second page Y as well, so that Y
links to X and thus confers authority on it. In doing this, it’s natural to wonder whether it helps
or hurts X’s authority to have Y link to other nodes as well. Specifically, suppose you add X and
Y to the network in Figure 57. In order to add X and Y to this network, one needs to specify
what links they will have. Here are two options; in the first option, Y links only to X, while in
the second option, Y links to other strong authorities in addition to X.
• Option 1: Add new nodes X and Y; create a single link from Y to X; create no links out of
X.
• Option 2: Add new nodes X and Y; create links from Y to each of A, B, and X; create no
links out of X.
For each of these two options, we’d like to know how X fares in terms of its authority score.
So, for each option, show the normalised authority values that each of A, B, and X get when you
run the 2-step hub-authority computation on the resulting network. For which of Options 1 or 2
does page X get a higher authority score (taking normalisation into account)?
(c) Suppose instead of creating two pages, you create three pages X, Y , and Z, and again try to
strategically create links out of them so that X gets ranked as well as possible. Describe a strategy
for adding three nodes X, Y , and Z to the network of Figure 57, with choices of links out of each,
so that when you run the 2-step hub-authority computation (as in parts (a) and (b)), and then
rank all pages by their authority score, node X shows up in second place.
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Figure 55

Figure 56

Figure 57

MATHEMATICS OF NETWORKS

87

Page rank. The intuition behind hubs and authorities is based on the idea that pages play multiple roles
in the network, and in particular that pages can play a powerful endorsement role without themselves
being heavily endorsed. For queries with a commercial aspect – such as our query for newspapers in
the previous section, or searches for particular products to purchase, or more generally searches that are
designed to yield corporate pages of any type – there is a natural basis for this intuition. Competing
firms will not link to each other, except in unusual circumstances, and so they can’t be viewed as directly
endorsing each other; rather, the only way to conceptually pull them together is through a set of hub
pages that link to all of them at once. In other settings on the Web, however, endorsement is best viewed
as passing directly from one prominent page to another – in other words, a page is important if it is
cited by other important pages. This is the mode of endorsement that forms the basis for the PageRank
measure of importance. So the basic idea is essentially the same as the notion of eigenvector centrality
that we considered in Section 3. Now though, we are dealing with directed networks, and as we’ll see, that
introduces some complications. So we’ll start by considering a notion which is essentially just eigenvector centrality for directed networks, but then in order to get a good notion we’ll need to make adjustments.
The basic definition of PageRank (to be altered later). Intuitively, we can think of PageRank as a kind
of “fluid” that circulates through the network, passing from node to node across edges, and pooling at
the nodes that are the most important. Specifically, our first basic version of PageRank is computed as
follows.
• In a network with n nodes, we assign all nodes the same initial PageRank, set to be 1/n.
• We choose a number of steps k.
• We then perform a sequence of k updates to the PageRank values, using the following rule for
each update:
Basic PageRank Update Rule. Each page divides its current PageRank equally across
its out-going links, and passes these equal shares to the pages it points to. (If a page
has no out-going links, it passes all its current PageRank to itself.) Each page updates
its new PageRank to be the sum of the shares it receives.
So this is essentially what happened when we computed the eigenvector centrality, except for a couple
of differences. Firstly, of course we are now dealing with a directed network. Secondly, we have adjusted
the process so that normalisation occurs automatically. The total PageRank in the network will remain
constant as we apply these steps: since each page takes its PageRank, divides it up, and passes it along
links, PageRank is never created nor destroyed, just moved around from one node to another. As a result,
we don’t need to do any normalising of the numbers to prevent them from growing, the way we had to
previously.
As an example, let’s consider how this computation works on the collection of 8 Web pages in Figure
58. All pages start out with a PageRank of 1/8, and their PageRank values after the first two updates
are given by the table shown in Figure 59.
For example, A gets a PageRank of 1/2 after the first update because it gets all of F’s, G’s, and H’s
PageRank, and half each of D’s and E’s. On the other hand, B and C each get half of A’s PageRank, so
they only get 1/16 each in the first step. But once A acquires a lot of PageRank, B and C benefit in the
next step. This is in keeping with the principle of repeated improvement: after the first update causes
us to estimate that A is an important page, we weigh its endorsement more highly in the next update.
Equilibrium Values. As with the eigenvector centrality and with the hub-authority computations, one
can prove that except in certain degenerate special cases the PageRank values of all nodes converge to
limiting values as the number of update steps k goes to infinity. Figure 60 shows the limiting values for
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Figure 58

Figure 59

the same network as in Figure 58, for example.
There is a difficulty with the basic definition of PageRank, however: in many networks, the “wrong”
nodes can end up with all the PageRank. Fortunately, there is a simple and natural way to fix this
problem, yielding the actual definition of PageRank that is used in practice. Let us first describe the
problem and then its solution. Suppose we take the network in Figure 58 and make a small change,
so that F and G now point to each other rather than pointing to A. The result is shown in Figure 61.
Clearly this ought to weaken A somewhat, but in fact a much more extreme thing happens: PageRank
that flows from C to F and G can never circulate back into the rest of the network, and so the links out
of C function as a kind of “slow leak” that eventually causes all the PageRank to end up at F and G. We
can indeed check that by repeatedly running the Basic PageRank Update Rule, we converge to PageRank
values of 1/2 for each of F and G, and 0 for all other nodes. This is clearly not what we wanted, but it
is an inevitable consequence of the definition. In fact this becomes a problem in almost any real network
to which PageRank is applied: as long as there are small sets of nodes that can be reached from the rest
of the graph, but have no paths back, then PageRank will build up there. Fortunately, there is a simple
and natural way to modify the definition of PageRank to get around this problem, and it follows from
the “fluid” intuition for PageRank. Specifically, if we think about the (admittedly simplistic) question of
why all the water on earth doesn’t inexorably run downhill and reside exclusively at the lowest points, it’s
because there’s a counter-balancing process at work: water also evaporates and gets rained back down at
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Figure 60

higher elevations. We can use this idea here. We pick a scaling factor s that should be strictly between
0 and 1. We then replace the Basic PageRank Update Rule with the following:
Scaled PageRank Update Rule: First apply the Basic PageRank Update Rule. Then scale
down all PageRank values by a factor of s. This means that the total PageRank in the
network has shrunk from 1 to s. We divide the residual 1 − s units of PageRank equally
over all nodes, giving (1 − s)/n to each.
The Limit of the Scaled PageRank Update Rule. One can now show that repeated application of the
Scaled PageRank Update Rule converges to a set of limiting PageRank values as the number of updates
k goes to infinity. Moreover, for any network, these limiting values form the unique equilibrium for
the Scaled PageRank Update Rule: they are the unique set of values that remain unchanged under the
application of this update rule. Notice, of course, that these values depend on our choice of the scaling
factor s: we should really think of there being a different update rule for each possible value of s.
This is the version of PageRank that is used in practice, with a scaling factor s that is usually chosen
to be between 0.8 and 0.9.
Spectral Analysis of PageRank. Like hub and authority scores, the PageRank of a node is a numerical
quantity that is repeatedly refined using an update rule. Let’s start by thinking about the Basic PageRank Update Rule, and then move on to the scaled version. Under the basic rule, each node takes its
current PageRank and divides it equally over all the nodes it points to. We define a matrix N as follows:
we define Nij to be the share of i’s PageRank that j should get in one update step. This means that
Nij = 0 if i doesn’t link to j, and otherwise Nij is the reciprocal of the number of nodes that i points to.
Let’s then represent the PageRanks of all nodes using a vector r, where the coordinate ri is the
PageRank of node i. Using this notation, we can write the Basic PageRank Update Rule as:
ri ← N1i r1 + N2i r2 + · · · + Nni rn .

90

GEORGE BARMPALIAS

Figure 61
So in matrix notation this is:
r ← N T r.
The Scaled PageRank Update Rule can be represented in essentially the same way, but with a different
matrix Ñ to represent the different flow of PageRank. In fact, it’s very simple: we can simply define Ñij
to be sNij + (1 − s)/n, and the new update rule is:
r ← Ñ T r.
Now we would like to do the same sort of analysis as before. Defining the initial PageRank vector to
be r h0i , we would like to determine the limit of:
r hki = (Ñ T )k r h0i .
Unfortunately, we can’t use exactly the same method as before, since previously the matrices we
considered were all symmetric (M M T or the adjacency matrix of an undirected network), meaning
that we could make use of “Linear Algebra Fact 3” to deduce the existence of an orthonormal basis
of eigenvectors. Fortunately, however, all is not lost. We can still make use of the Perron-Frobenius
Theorem (alluded to in “Linear Algebra Fact 4”), which for out purposes tells us that matrix P in which
all entries are positive has the following properties:
(i) P has a real eigenvalue c > 0 such that c > |c0 | for all other eigenvalues c0 .
(ii) There is an eigenvector y with positive real coordinates corresponding to the largest eigenvalue
c, and y is unique up to multiplication by a constant.
(iii) If the largest eigenvalue c is equal to 1, then for any starting vector x 6= 0 with non-negative
coordinates, the sequence of vectors P k x converges to a vector in the direction of y as k goes to
infinity.
Interpreted in terms of the (scaled) version of PageRank, this means that there is a unique vector y
that remains fixed under the application of the scaled update rule, and that repeated application of the
update rule from any starting point will converge to y. This vector y thus corresponds to the limiting
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PageRank values we have been seeking.
Random walks: An equivalent definition of PageRank. We now describe an equivalent formulation of
PageRank that looks quite different on the surface, but in fact leads to exactly the same definition.
First let us define what we mean by a “random walk” of length k. This is a stochastic process consisting of k steps and defined as follows. First, the walker chooses a starting node at random, picking each
node with equal probability. Then, in each step, the walker follows an outgoing link selected uniformly
at random from its current node, and it moves to the node that this link points to. In this way, a random
path through the graph is constructed one node at a time.
Now let’s ask the following question: if b1 , b2 , . . . , bn denote the probabilities of the walk being at nodes
1, 2, ..., n respectively in a given step, what is the probability it will be at node i in the next step? We
can answer this by reasoning as follows.
(1) For each node j that links to i, if we are given that the walk is currently at node j, then there is
a 1/`j chance that it moves from j to i in the next step, where `j is the number of links out of j.
(2) The walk has to actually be at node j for this to happen, so node j contributes bj (1/`j ) = bj /`j
to the probability of being at i in the next step.
(3) Therefore, summing bj /`j over all nodes j that link to i gives the probability the walk is at i in
the next step.
We can use the matrix N defined in the analysis of PageRank to write this update to the probability bi
as follows:
bi ← N1i b1 + N2i b2 + · · · + Nni bn .
Or, in matrix notation:
b ← N T b.
So, what we discover is that this is exactly the same as the Basic PageRank Update rule that we
considered before. Since both PageRank values and random-walk probabilities start out the same (they
are initially 1/n for all nodes), and they then evolve according to exactly the same rule, they remain the
same forever. This justifies the claim:
The probability of being at a page X after k steps of this random walk is precisely the
PageRank of X after k applications of the Basic PageRank Update Rule.
A Scaled Version of the Random Walk. We can also formulate an interpretation of the Scaled PageRank
Update Rule in terms of random walks. This modified walk works as follows, for a number s > 0: With
probability s, the walk follows a random edge as before; and with probability 1 − s it jumps to a node
chosen uniformly at random. The analysis then works almost exactly as before, but using the adjusted
matrix Ñ rather than N .
Question 50. The limiting values that result from the Basic PageRank Update Rule could be described as
capturing a kind of equilibrium based on direct endorsement: they are values that remain unchanged when
everyone divides up their PageRank and passes it forward across their out-going links. This description
gives a way to check whether an assignment of numbers to a set of Web pages forms an equilibrium set
of PageRank values: the numbers should add up to 1, and they should remain unchanged when we apply
the Basic PageRank Update Rule.
For each of the networks depicted in Figures 62 and 63, use this approach to check whether the numbers
indicated in the figure form an equilibrium set of (basic) PageRank values.
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Figure 62

Figure 63
Question 51. Figure 64 depicts the links among 6 Web pages, and also a proposed PageRank value for
each one, expressed as a decimal next to the node. Are these correct equilibrium values for the Basic
PageRank Update Rule? Give a brief (1-3 sentence) explanation for your answer.
Question 52. One of the basic ideas behind the computation of hubs and authorities is to distinguish
between pages that have multiple reinforcing endorsements and those that simply have high in-degree.
Consider for example the graph shown in Figure 65 (which should be considered as one network, although
it is not connected). The contrast described above can be seen by comparing node D to nodes B1, B2,
and B3: whereas D has many in-links from nodes that only point to D, nodes B1, B2, and B3 have fewer
in-links each, but from a mutually reinforcing set of nodes. Let’s explore how this contrast plays out in
the context of this stylised example.
(a) Show the values you get from running the 2-step hub-authority computation.
(b) Give formulas, in terms of k, for the values at each node that you get from running the k-step
hub-authority computation.
(c) As k goes to infinity, what do the normalised values at each node converge to? Give an explanation
for your answer; this explanation does not have to constitute a formal proof, but it should argue
at least informally why the process is converging to the values you claim. In addition to your
explanation of what’s happening in the computation, briefly discuss (in 1-2 sentences) how this
relates to the intuition suggested in the opening paragraph of this problem, about the difference
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Figure 64

Figure 65

between pages that have multiple reinforcing endorsements and those that simply have high indegree.
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9. Cascading behaviour in networks
In this section, we’ll be interested in how new behaviours, practices, opinions, conventions, and technologies spread from person to person through a social network, as people influence their friends to adopt
new ideas (in the next section we’ll then go on to consider the spread of epidemics also). Our understanding of how this process works is built on a long history of empirical work in sociology known as the
diffusion of innovations. Studies in this area tend to distinguish at least two different types of factors,
which facilitate or impede the spread of the phenomenon in question:
Informational effects. In some cases, person-to-person influence is due primarily to informational effects:
as people observe the decisions of their network neighbours, it provides indirect information that leads
them to try the innovation as well. An example is the influential study of Ryan and Gross, concerning
the adoption of hybrid seed corn among farmers in Iowa. In Ryan and Gross’s study, they interviewed
farmers to determine how and when they decided to begin using hybrid seed corn; they found that while
most of the farmers in their study first learned about hybrid seed corn from salesmen, most were first
convinced to try using it based on the experience of neighbours in their community.
Direct benefit effects. In some settings decisions about adoption are driven primarily by direct-benefit
effects rather than informational ones, e.g. the spread of technologies such as the telephone, the fax
machine, and e-mail has depended on the incentives people have to communicate with friends who have
already adopted the technology. So in these cases use of the technology becomes beneficial only when (at
least some) network neighbours are already using it (it’s not just a matter of hearing about it from them).
Here we shall concentrate on modelling processes which are governed by direct benefit effects. So these
are cases where simple self-interest will dictate that you should adopt the new behaviour once a sufficient
proportion of your neighbours have done so. For example, you may find it easier to collaborate with
co-workers if you are using compatible technologies.
A Networked Coordination Game. These ideas can be captured very naturally using a coordination
game. In an underlying social network, we will study a situation in which each node has a choice between
two possible behaviors, labeled A and B. If nodes v and w are linked by an edge, then there is an incentive
for them to have their behaviours match. We represent this using a game in which v and w are the players
and A and B are the possible strategies. The payoffs are defined as follows:
• if v and w both adopt behaviour A, they each get a payoff of a > 0;
• if they both adopt B, they each get a payoff of b > 0; and
• if they adopt opposite behaviours, they each get a payoff of 0.
The payoff matrix is as shown in Figure 66. This describes what happens on a single edge of the
network; but the point is that each node v is playing a copy of this game with each of its neighbours, it
has to play the same strategy in each of the games with its neighbours, and its payoff is the sum of its
payoffs in the games played on each edge. Hence v’s choice of strategy will be based on the choices made
by all of its neighbours, taken together.
Now let’s consider how a node v should act in this situation: suppose that some of its neighbours
adopt A, and some adopt B; what should v do in order to maximise its payoff? Suppose that a p fraction
of v’s neighbours have behaviour A, and a (1 − p) fraction have behaviour B. So if v has d neighbours,
then pd adopt A and (1 − p)d adopt B. If v chooses A, it gets a payoff of pda, and if it chooses B, it gets
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Figure 66
a payoff of (1 − p)db. Thus, A is the better choice if:
pda ≥ (1 − p)db,
which we get rearrange to get:
b
.
b+a
We’ll use q to denote this expression on the right-hand side. This gives a very simple threshold rule: if
at least a q = b/(a + b) fraction of your neighbours follow behaviour A, then you should too. There is
a tie-breaking question when exactly a q fraction of a node’s neighbours follow A; in this case, we will
adopt the convention that the node chooses A rather than B.
p≥

Of course, this is a very simple model and it is an interesting research question to think about richer
models..but generally the correct process is to start with simple models and then move on from there!
Cascading Behaviour. In any network, there are two obvious equilibria to this network-wide coordination game: one in which everyone adopts A, and another in which everyone adopts B. We want to
understand how easy it is, in a given situation, to “tip” the network from one of these equilibria to the
other. We also want to understand what other “intermediate” equilibria look like – states of coexistence
where A is adopted in some parts of the network and B is adopted in others.
Specifically, we consider the following type of situation. Suppose that everyone in the network is
initially using B as a default behaviour. Then, a small set of “initial adopters” all decide to use A.
We will assume that the initial adopters have switched to A for some reason outside the definition of
the coordination game – they have somehow switched due to a belief in A’s superiority, rather than by
following payoffs and will continue to play A at all stages of the process – but we’ll assume that all other
nodes continue to evaluate their payoffs using the coordination game. Given the fact that the initial
adopters are now using A, some of their neighbours may decide to switch to A as well, and then some of
their neighbours might, and so forth, in a potentially cascading fashion. When does this result in every
node in the entire network eventually switching over to A? And when this isn’t the result, what causes
the spread of A to stop? Clearly the answer will depend on:
• the network structure,
• the choice of initial adopters, and
• the value of the threshold q that nodes use for deciding whether to switch to A.
The above discussion describes the full model. An initial set of nodes adopts A while everyone else
adopts B. Time then runs forward in unit steps; in each step, each node (other than the initial adopters
of the A strategy) uses the threshold rule to decide whether to switch from B to A. The process stops

96

GEORGE BARMPALIAS

Figure 67

either when every node has switched to A, or when we reach a step where no node wants to switch, at
which point things have stabilised on coexistence between A and B.
Question 53. Show that no node that switches to A at some point during this process will ever switch
back to B at a later point – so what we’re studying is indeed a strictly progressive sequence of switches
from A to B.
Let’s consider an example of this process using the social network in Figure 67.
• Suppose that the coordination game is set up so that a = 3 and b = 2. Using the threshold
formula, we see that nodes will switch from B to A if at least a q = 2/(3 + 2) = 2/5 fraction of
their neighbours are using A.
• Now, suppose that nodes v and w form the set of initial adopters of behaviour A, while everyone
else uses B (see Figure 67). Then after one step, nodes r and t will switch to A. Nodes s and u
do not switch, on the other hand.
• In the next step, however, nodes s and u each have 2/3 > 2/5 of their neighbours using A, and
so they switch. The process now comes to an end, with everyone in the network using A.
It’s also instructive to consider an example in which the adoption of A continues for a while but then
stops. Consider the social network in Figure 68, and again let’s suppose that in the A-B coordination

MATHEMATICS OF NETWORKS

97

Figure 68

game, we have a = 3 and b = 2, leading to a threshold of q = 2/5. If we start from nodes 7 and 8 as
initial adopters, then in the next three steps we will first see (respectively) nodes 5 and 10 switch to A,
then nodes 4 and 9, and then node 6. At this point, no further nodes will be willing to switch, leading to
the outcome in Figure 68(b). We’ll call this chain reaction of switches to A a cascade of adoptions of A,
and we’d like to distinguish between two fundamental possibilities: (i) that the cascade runs for a while
but stops while there are still nodes using B, or (ii) that there is a complete cascade, in which every
node in the network switches to A.
Cascades and clusters. The example we saw in Figure 68 nicely illustrates the point that tightly-knit
communities in the network can work to hinder the spread of an innovation. Summarising the process
informally, A was able to spread to a set of nodes where there was sufficiently dense internal connectivity,
but it was never able to leap across the “shores” in the network that separate nodes 8-10 from nodes
11-14, or that separate node 6 from node 2. As a result, we get coexistence between A and B, with
boundaries in the network where the two meet. One can see reflections of this in many instances of
diffusion – for example, in different dominant political views between adjacent communities. Or, in a
more technological setting, certain industries heavily use Apple computers despite the general prevalence
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Figure 69

of Windows: if most of the people you directly interact with use Apple software, it’s in your interest to
do so as well, despite the increased difficulty of interacting with the rest of the world.
Now suppose that a firm producing A wanted to push its adoption past the point at which it has
become stuck in Figure 68(b). Perhaps the most direct way, when possible, would be for the maker of A
to raise the quality of its product slightly. For example, if we change the payoff a from a = 3 to a = 4,
then the resulting threshold for adopting A drops from q = 2/5 down to q = 1/3. With this threshold,
we could check that all nodes would eventually switch to A starting from the situation in Figure 68(b).
When it’s not possible to raise the quality of A, a different strategy for increasing the spread of A
would be to convince a small number of key people in the part of the network using B to switch to A,
choosing these people carefully so as to get the cascade going again. For example, in Figure 68(b), we can
check that if the marketer of A were to focus its efforts on convincing node 12 or 13 to switch to A, then
the cascading adoption of A would start up again, eventually causing all of nodes 11-17 to switch. On
the other hand, if the marketer of A spent effort getting node 14 to switch to A, then it would have no
further consequences on the rest of the network. The question of how to choose the key nodes to switch
to a new product can be subtle, and based intrinsically on their position in the underlying network. Such
issues are important in discussions of “viral marketing”.
Now that we’ve seen how cascades form, let’s look more deeply at what makes them stop. Our specific
goal will be to formalise something that is intuitively apparent in Figure 68 – that the spread of a new
behaviour can stall when it tries to break in to a tightly-knit community within the network. In order to
make this idea precise, we’ll need to make the notion of “densely connected community” precise, and in
a manner that is appropriate for this context. We’ll use the following definition.
Definition 9.1. A cluster of density p is a set of nodes such that each node in the set has at least a p
fraction of its network neighbours in the set.
For example, the set of nodes a, b, c, d forms a cluster of density 2/3 in the network in Figure 69. The
sets e, f, g, h and i, j, k, l each form clusters of density 2/3 as well. Figure 70 shows two clusters of density
2/3, from the example we considered previously in Figure 68. You’ll note that these clusters are precisely
the parts of the network that the cascade did not spread to.
The example in Figure 70 hints at how the cluster structure of a network might tell us something
about the success or failure of a cascade. In this example, we see two communities, each of density 2/3,
in the network from Figure 68. These correspond precisely to the parts of the network that the cascading
behaviour A was unable to break into, starting from nodes 7 and 8 as initial adopters. Could this be a
general principle? In fact it is, at least within the context of the model we’ve developed:
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Figure 70
Claim. Consider a set of initial adopters of behaviour A, with a threshold of q for nodes in the remaining
network to adopt behaviour A.
(i) If the remaining network contains a cluster of density greater than 1 − q, then the set of initial
adopters will not cause a complete cascade.
(ii) Moreover, whenever a set of initial adopters does not cause a complete cascade with threshold q,
the remaining network must contain a cluster of density greater than 1 − q.
We’ll prove the claim, by proving parts (i) and (ii) separately. Let’s begin with part (i).
Part (i). Consider an arbitrary network in which behaviour A is spreading with threshold q, starting
from a set of initial adopters. Suppose that the remaining network contains a cluster of density greater
than 1 − q. We now argue that no node inside the cluster will ever adopt A. Towards a contradiction,
suppose otherwise and consider the earliest time step t at which a node v inside the cluster adopts A.
Then consider the situation at the end of step t − 1. Since no node in the cluster has adopted A at this
point, and since a fraction at least 1 − q of v’s neighbours are in the cluster, we conclude that strictly less
than a fraction q of v’s neighbours have adopted A at this point. This gives an immediate contradiction,
since then v would not adopt A at step t.
Part (ii). To prove part (ii) we show that whenever a set of initial adopters fails to cause a complete
cascade with threshold q, there is a cluster in the remaining network of density greater than (1 − q).
In fact, this is not difficult: consider running the process by which A spreads, starting from the initial
adopters, until it stops. It stops because there are still nodes using B, but none of the nodes in this set
want to switch. If we now let S denote the set of nodes using B at the end of the process, then S must
be a cluster of density greater than 1 − q, since otherwise some node in S would have a proportion ≥ q
of its neighbours outside S, and would therefore adopt strategy A.
Question 54. Consider the network depicted in Figure 71; suppose that each node starts with the behaviour B, and each node has a threshold of q = 1/2 for switching to behaviour A.
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Figure 71

(a) Now, let e and f form a two-node set S of initial adopters of behaviour A. If other nodes follow
the threshold rule for choosing behaviours, which nodes will eventually switch to A?
(b) Find a cluster of density greater than 1 − q = 1/2 in the part of the graph outside S that blocks
behaviour A from spreading to all nodes, starting from S, at threshold q.
Question 55. Consider the social network depicted in Figure 72. Suppose that each node starts with the
behaviour B, and each node has a threshold of q = 2/5 for switching to behaviour A.
(a) Now, let c and d form a two-node set S of initial adopters of behaviour A. If other nodes follow
the threshold rule for choosing behaviours, which nodes will eventually switch to A? Give a brief
(1-2 sentence) explanation for your answer.
(b) Find a cluster of density greater than 1 − q = 3/5 in the part of the graph outside S that blocks
behaviour A from spreading to all nodes, starting from S, at threshold q.
(c) Suppose you were allowed to add a single edge to the given network, connecting one of nodes c
or d to any one node that it is not currently connected to. Could you do this in such a way that
now behaviour A, starting from S and spreading with a threshold of 2/5 , would reach all nodes?
Give a brief explanation for your answer.
Question 56. Suppose that initially everyone is using behavior B in the social network in Figure 73, and
then a new behaviour A is introduced. This behaviour has a threshold of q = 1/2: any node will switch to
A if at least 1/2 of its neighbours are using it.
(a) Find a set of three nodes in the network with the property that if they act as the three initial
adopters of A, then it will spread to all nodes.
(b) Is the set of three nodes you found in (a) the only set of three initial adopters capable of causing
a cascade of A, or can you find a different set of three initial adopters who could also cause a
cascade of A?
(c) Find three clusters in the network, each of density greater than 1/2, with the property that no
node belongs to more than one of these clusters.
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Figure 72

Figure 73
(d) How does your answer to (c) help explain why there is no set consisting of only two nodes in the
network that would be capable of causing a complete cascade of adoptions of A? (I.e., only two
nodes that could cause the entire network to adopt A.)
Question 57. A group of 20 students living on the third and fourth floors of a college dorm like to play
on-line games. When a new game appears on campus, each of these students needs to decide whether to
join, by registering, creating a player account, and taking a few other steps necessary in order to start
playing. When a student evaluates whether to join a new on-line game, she bases her decision on how
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many of her friends in this group are involved in the game as well. (Not all pairs of people in this 20person group are friends, and it is more important whether your friends are playing than whether many
people in the group overall are playing.) To make the story concrete, let’s suppose that each game goes
through the following “life cycle” within this group of students:
(a) The game has some initial players in the group, who have discovered it and are already involved
in it.
(b) Each other student outside this set of initial players is willing to join the game if at least half of
her friends in the group are playing it.
(c) Rule (b) is applied repeatedly over time, as in our standard model for the diffusion of a new
behaviour through a social network.
Suppose that in this group of 20 students, 10 live on the third floor of the dorm and 10 live on the
fourth floor. Suppose that each student in this group has two friends on their own floor, and one friend
on the other floor. Now, a new game appears, and five students all living on the fourth floor each begin
playing it.
The question is: if the other students use the rule above to evaluate whether to join the game, will this
new game eventually be adopted by all 20 students in the group? There are three possible answers to this
question: yes, no, or there is not information in the set-up of the question to be able to tell. Say which
answer you think is correct, and explain.
Extensions of the Basic Cascade Model. Thus far we have been keeping the underlying model of
individual behaviour as simple as possible – everyone has the same payoffs, and the same intensity of
interaction with their network neighbours. We can easily make these assumptions more general, however,
while still preserving the structure of the model and the close connection between cascades and clusters.
The generalisation we consider works as follows. Each person in the social network values behaviours
A and B differently. Thus, for each node v, we define a payoff av that it receives when it coordinates with
someone on behaviour A, and we define a payoff bv that it receives when it coordinates with someone
on behaviour B. Almost all of the previous analysis carries over with only small modifications; we now
briefly survey how these changes go. If a node v has d many neighbours, of whom a p fraction have
behaviour A and a (1 − p) fraction have behaviour B, then the payoff from choosing A is now pdav while
the payoff from choosing B is now (1 − p)dbv . Thus A is the better choice if:
p≥

bv
.
av + bv

We can call the value on the right qv . Again have a very simple decision rule – now, each node v has its
own personal threshold qv , and it chooses A if at least a qv fraction of its neighbours have done so. The
process now runs as before, starting from a set of initial adopters, with each node evaluating its decision
according to its own threshold rule in each time step, and switching to A if its threshold is reached.
Figure 74 shows an example of this process (where each node’s threshold is drawn to the upper-right of
the node itself).
A number of interesting general observations are suggested by what happens in Figure 74. First,
the diversity in node thresholds clearly plays an important role that interacts in complex ways with the
structure of the network. For understanding the spread of behaviours in social networks, we need to take
into account not just the power of influential nodes, but also the extent to which these influential nodes
have access to easily influenceable people.
It is also instructive to look at how the spread of A comes to a stop, and to ask whether the notion
of clusters as obstacles to cascades can be extended to hold even in the case when thresholds are heterogeneous. In fact, this is possible, by formulating the notion of a cluster in this setting as follows. Given
a set of node thresholds, we say that a blocking cluster in the network is a set of nodes for which each

MATHEMATICS OF NETWORKS

103

Figure 74
node v has more than a 1 − qv fraction of its friends also in the set. By a fairly direct adaptation of the
previous analysis, one can then show that a set of initial adopters will cause a complete cascade if and
only if the remaining network does not contain a blocking cluster.
Question 58. Give the proof of the claim above, that for this model a set of initial adopters will cause
a complete cascade if and only if the remaining network does not contain a blocking cluster.
Now suppose that, as well as having different thresholds from each other, nodes have different thresholds
at different stages. For each node v, there exists some k and thresholds qv,i for each 1 ≤ i ≤ k. At each
stage the probability that v has threshold qv,i is 1/k for each 1 ≤ i ≤ k, and thresholds for different stages
are independently distributed. For this new model, define an appropriate notion of ‘blocking cluster’, such
that for any finite network and any initial set of adopters the following hold: (a) if the remaining network
does contain a ‘blocking cluster’ then there will not be a complete cascade, and (b) if the remaining network
does not contain a ‘blocking cluster’, then there will be a complete cascade with probability 1.
The cascade capacity. So far, we have seen that clusters in the network structure form the natural
obstacles to cascades. Now we take a different approach; going back to the scenario where all nodes have
the same threshold and given a network, we ask: what is the largest threshold at which any “small” set
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Figure 75

of initial adopters can cause a complete cascade? This maximum threshold is thus an inherent property
of the network, indicating the outer limit on its ability to support cascades; we will refer to it as the
cascade capacity of the network.
In order to make this idea precise though, we need to specify what we mean by a “small” set of nodes.
It turns out that the cleanest way to formalise the question is in fact to consider infinite networks in
which each node has a finite number of neighbours. We can then define the cascade capacity as the
largest threshold at which a finite set of nodes can cause a complete cascade. In this way, “small” will
mean finite, in the context of a network where the full node set is infinite.
The model. We consider any connected graph which has an infinite set of nodes, but such that each
individual node is only connected to a finite number of other nodes.
• Initially, a finite set S of nodes has behavior A (this is the small set of early adopters), and all
other nodes adopt B.
• Time then runs forward in steps t = 1, 2, 3, . . . . In each step t, each node other than those in S
uses the decision rule with threshold q to decide whether to adopt behaviour A or B. (As before,
we assume that the nodes in S are committed to A, and never re-evaluate this decision.)
• Finally, we say that the set S causes a complete cascade if, starting from S as the early adopters
of A, every node in the network eventually switches permanently to A. (Given the fact that the
node set is infinite, we must be careful to be clear on what this means: for every node v, there is
some time t after which v is always using behaviour A.)
The cascade capacity of the network is the largest value of the threshold q for which some finite set of
early adopters can cause a complete cascade.
To illustrate this definition, let’s consider two simple examples. First, in Figure 75, we have a network
consisting of a path that extends infinitely far in both directions. Suppose that the two shaded nodes are
early adopters of A, and that all other nodes start out adopting B. What will happen? It’s not hard to
check that if q ≤ 1/2 , then nodes u and v will switch to A, after which nodes w and x will switch, and
the switches will simply propagate all the way down the path: for each node, there will come some time
at which it chooses to switch permanently to A. So the cascade capacity of the infinite path is at least
1/2, since we have just seen a finite set of initial adopters that causes a complete cascade at threshold
1/2. In fact, 1/2 is the exact value of the cascade capacity of the infinite path: with q > 1/2, no finite
set of initial adopters can get any node to their right to switch to A, and so A clearly cannot spread to
all nodes.
Figure 76 shows a second simple example, a network consisting of an infinite grid in which each node
is connected to its eight nearest neighbours. Suppose that the nine shaded nodes are early adopters of
A, and that all other nodes start out adopting B. You can check that if the threshold q is at most 3/8,
then behaviour A gradually pushes its way out to the neighbours of the shaded nodes: first to the nodes
labeled c, h, i, and n; then to the nodes b, d, f, g, j, k, m, and o; and then to other nodes from there, until
every node in the grid is eventually converted to A. We can check that in fact 3/8 is the cascade capacity
of the infinite grid: given any finite set of initial adopters, they are contained in some rectangle of the
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Figure 76
grid, and if q > 3/8, no node outside this rectangle will ever choose to adopt A.
Note that the cascade capacity is an intrinsic property of the network itself. A network with a large
cascade capacity is one in which cascades happen more “easily”.
Question 59. Specify an infinite network, in which each node has finitely many neighbours, and which
has cascade capacity 1/3.
We now consider the following fundamental question: how large can a network’s cascade capacity
be? The infinite path shows that there are networks in which the cascade capacity can be as large as
1/2: this means that a new behaviour A can displace an existing behaviour B even when the two confer essentially equivalent benefits (with A having only the “tie-breaking” advantage that when a node
has an equal number of neighbours using A and B, it chooses A). Does there exist any network with a
higher cascade capacity? This would be a bit surprising, since such a network would have the property
that an inferior technology can displace a superior one, even when the inferior technology starts at only
a small set of initial adopters. In fact, we will show that no network has a cascade capacity larger than 1/2.
Claim: There is no network in which the cascade capacity exceeds 1/2.
Although this seems intuitively reasonable, that doesn’t mean it’s necessarily going to be easy to prove
(although it’ll turn out not to be too tricky). What we really need to show is the following: if q > 1/2,
then regardless of what the underlying network looks like, a new behaviour starting at a finite set of
nodes will not spread to every other node.
Analysing the Interface. It turns out that the key here is to track the size of the “interface” where
adopters of A are linked to adopters of B. More precisely, at any given point in time, each edge in the
network can be described as an A-A edge (connecting two adopters of A), a B-B edge (connecting two
adopters of B), or an A-B edge (connecting an adopter of A to an adopter of B). We define the “interface”
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to be the set of A-B edges. What we’re going to show is that, in each step (prior to any point at which
the process terminates because there are no further changes), the size of the interface – i.e., the number
of edges it contains – must strictly decrease. This will be enough to show that the cascading process
must stop after a finite number of stages (because the interface must initially be finite).
What happens in one step of the process? To analyse the change in the size of the interface, we
can separately consider the contribution from those edges accounted for by each individual node that
switches. Thus, consider a node w that switches; suppose that before the switch, it had x edges to nodes
that were already adopters of A, and y edges to nodes that will remain adopters of B at the end of the
step. So node w accounts for y edges joining the interface and x edges leaving it. But since q > 1/2, and
node w decided to switch to A in this step, it must be that w had more edges to adopters of A than to
adopters of B – so x > y, and hence w accounts for more edges leaving the interface than edges joining
the interface. But this is true for each node that switches in this step, and so the overall size of the
interface goes down.
So at least in the simple model we’ve been studying here, a worse technology will not displace a better
technology that’s already in widespread use. In networks where the cascade capacity is strictly less than
1/2, however, it is possible for a better technology to be unable to displace a worse one that is already
in widespread use.
Compatibility and its Role in Cascades. So far we have kept things as simple as possible. There are
many further ways in which the model we have considered can be generalised, however. One particular
way to generalise, which we’ll consider next, is to allow that a single individual can sometimes choose a
combination of two available behaviours.
In some of the examples we have considered, we have seen that behaviors A and B ended up coexisting
in the network. Coexistence is a common outcome, and it is interesting to ask what things look like
along the boundaries between A and B. For example, A and B could be different languages coexisting
along a national border, or A and B could be social-networking sites that appeal respectively to students
in college and to students in high school. Our current model says that anyone positioned along the
interface between A and B in the network will receive positive payoffs from neighbours who adopt the
same behaviour, but payoffs of 0 from their interactions with neighbours who adopt different behaviours.
Experience suggests that when people are actually faced with such situations, they often choose an option
that corresponds to neither A nor B – rather, they become bilingual, adopting both A and B. In some
cases, bilinguality is meant literally: for example, someone who lives near speakers of both French and
German is reasonably likely to speak (some amount of) both. But of course technological versions of
‘bilinguality’ are extremely common as well, for example.
The new model. On each edge, connecting two nodes v and w, we still imagine a game being played, but
now there are three available strategies: A, B, and AB. The strategies A and B are the same as before,
while the strategy AB represents a decision to adopt both behaviours. The payoffs follow naturally from
the intuition discussed above: the nodes can interact with each other using any behaviour that is available
to both of them. If they interact using A, they each get a payoff of a, while if they interact using B,
they each get a payoff of b. In other words, two bilingual nodes can interact using the better of the
two behaviours; a bilingual node and a monolingual node can only interact using the monolingual node’s
behavior; and two monolingual nodes can only interact at all if they have the same behaviour. Written
as a payoff matrix, the game is shown in Figure 77, where (a, b)+ means the maximum of a and b.
It’s easy to see that AB is a dominant strategy in this game: why not be bilingual when it gives you
the best of both worlds? However, to model the trade-off discussed earlier, we need to also incorporate
the notion that bilinguality comes with a cost – the meaning of the cost varies with the context, but
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Figure 78

the cost in general corresponds to the additional effort and resource expenditure needed to maintain two
different behaviours. Thus, we assume that each node v will play a copy of this three-strategy Bilingual
Coordination Game with each of its neighbours; as in our models earlier in the chapter, v must use the
same strategy in each copy of the game it plays. Its payoff will be equal to the sum of its payoffs in its
game with each neighbour, minus a single cost of c if v chooses to play the strategy AB. It is this cost
that creates incentives not to play AB, balancing the incentives that exist in the payoff matrix to play it.
The remainder of the model works as before. We assume that every node in an infinite network starts
with the default behaviour B, and then (for non-strategic reasons) a finite set S of initial adopters begins
using A. We now run time forward in steps t = 1, 2, 3, . . . ; in each of these steps, each node outside S
chooses the strategy that will provide it the highest payoff, given what its neighbours were doing in the
previous step.
Two examples. In order to get a feel for the way in which things will work, let’s consider a couple of
examples. First of all let’s consider the infinite path shown in Figure 78. Let’s suppose that nodes r and
s are the initial adopters of A, and that the payoffs are defined by the quantities a = 2, b = 3, and c = 1.
In the first time step, the only interesting decisions are the ones faced by nodes u and v, since all
other nodes are either initial adopters (who are hard-wired to play A) or nodes that have all neighbours
using B. The decisions faced by u and v are symmetric; for each of them, we can check that the strategy
AB provides the highest payoff. (It yields a payoff of 2 + 3 -1 = 4 from being able to interact with
both neighbours, but having to pay a cost of 1 to be bilingual.) In the second time step, nodes w and x
have a fresh decision to make, since they now have neighbours using AB, but we can check that B still
yields the highest payoff for each of them. From here on, no node will change its behaviour in any future
time steps. So with these payoffs, the new behaviour A does not spread very far: the decision by the initial adopters to use A caused their neighbours to become bilingual, but after that further progress stopped.
As a second example, let’s consider the same scenario, but change the payoffs so that A becomes much
more desirable: specifically, let’s set a = 5, and keep b = 3 and c = 1. What happens in this case is more
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Figure 79
complex, and is depicted in Figure 79. For the discussion below, we will only talk about what happens
to the right of the initial adopters, since what’s going on to the left is symmetric.
• In the first step, node u will switch to AB, since it receives a payoff of 5 + 3 − 1 = 7 from doing
this. As a result, in the second step, node w also switches to AB.
• From the third step onward, the strategy AB continues to move to the right, one node at a time.
However, something additional happens starting in the third step. Because node w switched to
AB in the second step, node u faces a new decision: it has one neighbour using A and the other
using AB, and so now u’s best choice is to switch from AB to A. Essentially, there’s no point in
being bilingual anymore if all your neighbours now have the higher-payoff behaviour available to
them (A in this case).
• In the fourth step, node w also switches from AB to A, and more generally, the strategy A moves
to the right, two steps behind the strategy AB. No other changes in strategy happen, so each
node switches first to AB (as the wave of billinguality passes through it), and then permanently
switches to A (the higher-payoff monolingual option) two steps later.
One way to view what is happening in this version of the example is that as AB spreads through the
nodes, B becomes vestigial – there is no longer any point for a node to use it. Thus, nodes abandon B
completely over time, and so in the long run only A persists.
Two-Dimensional Version of the Cascade Capacity. In the basic model we considered earlier, with
the underlying coordination game based just on strategies A and B, we formulated the following question.
We are given an infinite graph; for which payoff values a and b is it possible for a finite set of nodes to
cause a complete cascade of adoptions of A? Phrased this way, the question appears to depend on two
numbers (a and b), but we saw earlier that in fact it depends only on the single number q = b/(a + b).
We can ask the analogous question for our model that includes the strategy AB: given an infinite graph,
for which payoff values a, b, and c is it possible for a finite set of nodes to cause a complete cascade of
adoptions of A? As with our earlier question, we can eliminate one of the numbers from this question
quite easily. The easiest way to do this is to note that the answer to our question remains the same if
we were to multiply each of a, b, and c by the same fixed factor. (For example, it does not matter if we
multiply each of a, b, and c by 100 and measure the payoffs in pennies instead of pounds.) Therefore, we
can assume that b = 1 – fixing this as our basic “unit of currency” – and ask how the possibility of a
cascade depends on a and c. Choosing b as the number that we fix equal to 1 makes some intuitive sense,
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since it is the payoff from using the default behaviour B; in this way, we’re essentially asking: how much
better does the new behaviour A have to be (the payoff a) and how compatible should it be with B (the
payoff c) in order for a cascade to have a possibility of forming? This question has recently been studied
for graphs in general, and an interesting qualitative conclusion arises from the model: A does better when
it has a higher payoff (this is natural), but in general it has a particularly hard time cascading when the
level of compatibility is “intermediate” – when the value of c is neither too high nor too low. Rather
than describing the general analysis of this phenomenon, we show how it happens on the infinite path,
where the analysis is much simpler and where the main effects are already apparent. We then discuss
some possible interpretations of this effect.
Since we are only concerned with whether some finite set of initial adopters can cause a complete
cascade of A’s, we can assume that this set of initial adopters forms a contiguous interval of nodes on
the path. (If not, we can take the leftmost and rightmost initial adopter, and study the situation in
which every node in between is also an initial adopter – this set is still finite, and it will have just
as good a chance of causing a complete cascade.) So changes in nodes’ strategies will spread outward
symmetrically to the left and right of the initial adopters. Because of the symmetry, we will only think
about how strategy changes occur to the right of the initial adopters, since what is going on to the left
is the same.
There are two kinds of node-level decisions that are particularly useful for our analysis.
• First, consider a node w, with a left neighbour using A and a right neighbour using B. (For
example, this happens in the first step of the cascade with the node immediately to the right of
the initial adopters.) In this situation, node w receives a payoff of a from choosing A, a payoff of
1 from choosing B, and a payoff of a + 1 − c from choosing AB.
Node w will choose the strategy that provides the highest payoff, and that’s determined by
the relationship between a and c. Figure 80(a) shows the lines separating cases when A is better
than B, when A is better than AB and when B is better than AB. Then Figure 80(b) shows the
best resulting behaviour in each case.
• If AB begins to spread, then we’ll also have to think about the situation where we have a node
whose left neighbour is using AB and whose right neighbour is using B. Now, if a < 1, then B will
provide w with the highest payoff regardless of the value of the cost c (as long as it is positive).
So let’s consider the more interesting alternative, when a ≥ 1. This is very similar to the previous
case, when w’s left-hand neighbour was using A; the one change is that the payoff to w for using
B has now gone up to 2, since now w can use B to interact with both neighbours rather than just
one. The resulting picture, is as shown in Figure 81.
We are now in a position to determine the values of a and c for which a cascade of A’s can occur. We
start with a contiguous interval of initial adopters of A, and we consider the node u immediately to the
right of the initial adopters. (Again, everything here also applies to the left of the initial adopters by
symmetry.)
• If we are in the B region of Figure 80(b), then node u will favour B as its strategy, so it will stick
with this and the new strategy A will not spread at all.
• If we are in the A region of Figure 80(b), then node u will favour A as its strategy, and it will
switch to A. So in the next time step we will have exactly the same situation shifted one node to
the right, and as a result the new strategy A will spread all the way down the path: a cascade
will occur.
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Figure 80

Figure 81

• Most interestingly, suppose we are in the AB region of Figure 80(b). Then, in the next time step,
the situation will look different: the crucial decision will now be faced by the next node w to the
right of u, who will have its left neighbour (u) now using AB, and its right neighbour still using
B. To understand what w will do we consult the regions in Figure 81(b). But crucially, since we
know that AB was the best choice in the first step, we know that the values of a and c lie in
the AB region from Figure 80(b). There are therefore two subcases. Divide the AB region from
Figure 80(b) by a diagonal line segment from the point (1, 0) to the point (2, 1), as shown in
Figure 82. To the left of this line segment, B wins and the cascade stops. To the right of this line
segment, AB wins – so AB continues spreading to the right, and behind this wave of AB’s, nodes
will steadily drop B and use only A. This is the scenario that we saw in our example, where B
fails to persist because it becomes vestigial in a bilingual world.
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Figure 82

To sum up, then, Figure 82 in fact summarises the four possible cascade outcomes, based on the values
of a and c. Either (i) B is favoured by all nodes outside the initial adopter set, (ii) A spreads directly
without help from AB, (iii) AB spreads for one step beyond the initial adopter set, but then B is favoured
by all nodes after that, or (iv) AB spreads indefinitely to the right, with nodes subsequently switching to A.
To finish this section, let’s come back to our earlier comments about A having a hard time cascading
when the level of compatibility (c) is “intermediate”. Looking at Figure 82, one can see that if a < 1
then a complete cascade will not occur. If a ≥ 2, then a complete cascade will occur, whatever the value
of c. So the region of interest, in which the value of c will make a difference is when 1 ≤ a < 2. For a in
this range, once can see from Figure 82, that for small enough values of c a complete cascade will occur.
For slightly larger values of c < 1, no cascade will occur, but that once c ≥ 1, A spreads directly giving
a complete cascade.
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10. Epidemics
Epidemics can pass explosively through a population, or they can persist over long time periods at low
levels; they can experience sudden flare-ups or even wave-like cyclic patterns of increasing and decreasing
prevalence. The patterns by which epidemics spread through groups of people is determined not just
by the properties of the pathogen carrying it – including its contagiousness, the length of its infectious
period, and its severity – but also by network structures within the population it is affecting. The opportunities for a disease to spread are given by a contact network: there is a node for each person, and
an edge if two people come into contact with each other in a way that makes it possible for the disease
to spread from one to the other.
Connections to the Diffusion of Ideas and Behaviours. There are clear connections between
epidemic disease and the diffusion of ideas through social networks. Both diseases and ideas can spread
from person to person, across similar kinds of networks that connect people, and in this respect, they
exhibit very similar structural mechanisms. Why then are we revisiting this topic afresh in the context
of diseases? There are at least two distinctions:
• With the spread of technologies and ideas, people are making decisions to adopt a new idea or
innovation. With diseases, on the other hand, not only is there a lack of decision-making in the
transmission of the disease from one person to another, but the process is sufficiently complex
and unobservable at the person-to-person level that it is most useful to model it as random. That
is, we will generally assume that when two people are directly linked in the contact network, and
one of them has the disease, there is a given probability that he or she will pass it to the other.
• In modelling the spread of disease it will sometimes be important to take things like temporary
immunity periods into account, which might not have an analogue in the diffusion of innovations.
Branching processes. We begin with perhaps the simplest model of contagion, which we refer to as a
branching process. This model doesn’t really take account of any complexity in the underlying network
structure, but does bring to light some significant ideas. It works as follows.
• (First wave.) Suppose that a person carrying a new disease enters a population, and transmits it
to each person he meets independently with a probability of p. Further, suppose that he meets
k people while he is contagious; let’s call these k people the first wave of the epidemic. Based
on the random transmission of the disease from the initial person, some of the people in the first
wave may get infected with the disease, while others may not.
• (Second wave.) Now, each person in the first wave goes out into the population and meets k
different people, resulting in a second wave of k · k = k 2 people. Each infected person in the
first wave passes the disease independently to each of the k second-wave people they meet, again
independently with probability p.
• (Subsequent waves.) Further waves are formed in the same way, by having each person in the
current wave meet k new people, passing the disease to each independently with probability p.
Thus the contact network for this epidemic is a tree as depicted in 83(a) (with k = 3 and only the first
three waves shown). The tree that forms the contact network for the branching process is in fact infinite,
since we continue defining waves indefinitely.
The Basic Reproductive Number and a Dichotomy for Branching Processes. There are really only two
possibilities for a disease in the branching process model: it reaches a wave where it infects no one,
thus dying out after a finite number of steps; or it continues to infect people in every wave, proceeding
infinitely through the contact network. In fact, it’s not difficult to specify a simple condition to tell these
two possibilities apart, based on a quantity called the basic reproductive number of the disease. The basic
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reproductive number, denoted R0 , is the expected number of new cases of the disease caused by a single
individual. Since in our model everyone meets k new people and infects each with probability p, the basic
reproductive number here is given by R0 = pk. The outcome of the disease in a branching process model
is determined by whether the basic reproductive number is smaller or larger than 1:
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Claim. If R0 < 1, then with probability 1, the disease dies out after a finite number of
waves. On the other hand, if R0 > 1, then with probability greater than 0 the disease
persists by infecting at least one person in each wave.
We shan’t give a formal proof of this fact here, but hopefully you will agree that it isn’t very surprising.
Basically, if the expected number of infected people in each wave is increasing, then we can expect that
the epidemic might persist. If it is decreasing then it is certain to die out eventually.
The dichotomy expressed by this condition has an interesting “knife-edge” quality to it when R0 is
close to 1. In particular, suppose we have a branching process where R0 is very slightly below 1, and we
increase the contagion probability p by a little bit; the result could push R0 above 1, suddenly resulting
in a positive probability of an enormous outbreak. The same effect can happen in the reverse direction
as well, where slightly reducing the contagiousness of a disease to push R0 below 1 can eliminate the risk
of a large epidemic. And since R0 is the product of p and k, small changes in the number of people k
that each person comes into contact with can also have a large effect when R0 is near 1.
All this suggests that around the critical value R0 = 1, it can be worth investing large amounts of
effort even to produce small shifts in the basic reproductive number.
The SIR Epidemic Model. The branching process model, was a very simple model which did not
really take into account underlying network structure in any sophisticated way. The principal point was to
emphasise the significance of the basic reproductive number, and the possibility of “knife-edge” scenarios
resulting in some cases. We now develop an epidemic model that can be applied to any network structure.
To do this, we preserve the basic ingredients of the branching process model at the level of individual
nodes, but make the contact structure much more general. An individual node in the branching process
model goes through three potential stages during the course of the epidemic:
• Susceptible: Before the node has caught the disease, it is susceptible to infection from its neighbours.
• Infectious: Once the node has caught the disease, it is infectious and has some probability of
infecting each of its susceptible neighbours.
• Removed : After a particular node has experienced the full infectious period, this node is removed
from consideration, since it no longer poses a threat of future infection.
We are given a directed graph representing the contact network; so an edge pointing from v to w in
the graph means that if v becomes infected at some point, the disease has the potential to spread directly
to w. To represent a symmetric contact between people, where either has the potential to directly infect
the other, we can put in directed edges pointing each way: both from v to w and also from w to v. Since
contacts between people are often symmetric, it is fine to use networks where most edges appear in each
direction, but it is sometimes convenient to be able to express asymmetric contacts as well.
Now, each node has the potential to go through the Susceptible-Infectious-Removed cycle, where we
abbreviate these three states as S, I, and R. The progress of the epidemic is controlled by the contact
network structure and by two additional quantities: p (the probability of contagion) and tI (the length
of the infection).
• Initially, some nodes are in the I state and all others are in the S state.
• Each node v that enters the I state remains infectious for a fixed number of steps tI .
• During each of these tI steps, v has a probability p of passing the disease to each of its susceptible
neighbours.
• After tI steps, node v is no longer infectious or susceptible to further bouts of the disease; we
describe it as removed (R), since it is now an inert node in the contact network that can no longer
either catch or transmit the disease.

MATHEMATICS OF NETWORKS

115

Figure 84

This describes the full model; we refer to it as the SIR model, after the three disease states that nodes
experience. Figure 84 shows an example of the SIR model unfolding on a particular contact network
through successive steps; here tI = 1 and in each step, shaded nodes with dark borders are in the I state
and shaded nodes with thin borders are in the R state.
The SIR model is clearly most appropriate for a disease that each individual only catches once in
their lifetime; after being infected, a node is removed either because it has acquired lifetime immunity or
because the disease has killed it. In the next section, we will consider a related model for diseases that
can be caught multiple times by the same person.
The Role of the Basic Reproductive Number. In our discussion of branching processes earlier, we saw that
the key consideration was really the basic reproductive number. Let’s now see an example, however, which
shows that in networks that do not have a tree structure, the simple dichotomy in epidemic behaviour
determined by the basic reproductive number R0 does not necessarily hold.
Let’s start with the network depicted in Figure 85, and suppose that these layers of two nodes at a
time continue indefinitely to the right. Let’s consider an SIR epidemic in which tI = 1, the infection
probability p is 2/3, and the two nodes at the far left are the ones that are initially infected. When we
don’t have a tree network, we need to decide how to define an analogue of the basic reproductive number.
In a network as highly structure as the one in Figure 85, we can work directly from the definition of R0
as the expected number of new cases of the disease caused by a single individual. (For less structured
networks, one can consider R0 to be the expected number of new cases caused by a randomly chosen
individual from the population.) In Figure 85, each infected node has edges to two nodes in the next
layer; since it infects each with probability 2/3, the expected number of new cases caused by this node is
4/3.
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Figure 85

So in our example, R0 > 1. Despite this, however, it is easy to see that the disease will die out almost
surely after reaching only a finite number of steps.
Question 60. Establish the claim above, that with probability 1 the disease will die out after a finite
number of steps.
Understanding how specific types of network structure interact with disease dynamics remains a challenging research question, and one that affects predictions about the course of real epidemics.
SIR Epidemics and Percolation. Thus far we have been thinking about SIR epidemics as dynamic
processes, in which the state of the network evolves step-by-step over time. This captures the temporal
dynamics of the disease itself as it spreads through a population. Interestingly, however, there is an equivalent and completely static view of these epidemics that is often very useful from a modelling point of view.
We now describe how to arrive at this static view of the process, focusing on the basic SIR model in
which tI = 1. Consider a point in an SIR epidemic when a node v has just become infectious, and it
has a susceptible neighbour w. Node v has one chance to infect w (since tI = 1), and it succeeds with
probability p. We can view the outcome of this random event as being determined by flipping a coin
that has a probability p of coming up “heads”, and observing the outcome. From the point of view of
the process, it clearly does not matter whether the coin was flipped at the moment that v first became
infectious, or whether it was flipped at the very beginning of the whole process and is only being revealed
now. Continuing this reasoning, we can in fact assume that for each edge in the contact network – from
a node v to a node w ? a coin with “heads” probability p is flipped at the very beginning of the process
(independently of the coins for all other pairs of neighbours), and the result is stored so that it can be
later checked in the event that v becomes infectious while w is susceptible.
With all the coins flipped in advance, the SIR process can be viewed as follows. The edges in the
contact network for which the coin flip is successful are declared to be open; the remaining edges are
declared to be blocked. The situation is now as pictured in Figure 86, which shows a sample result of
coin flips consistent with the pattern of infections in the example from Figure 84. And we can now see
how to make use of the open and blocked edges to represent the course of the epidemic: A node v will
become infected during the epidemic if and only if there is a path to v from one of the initially infected
nodes that consists entirely of open edges.
This static view of the model is often referred to as percolation, due to the following physical analogy.
If we think of the contact network as a system of pipes, and the pathogen as a fluid moving through
these pipes, then the edges in the contact network on which contagion succeeds are the “open” pipes and
the edges on which it fails are the “blocked” pipes. We now want to know which nodes the fluid will
reach, given that it can only pass through open pipes. In fact, this is not simply an illustrative metaphor;
percolation is a topic that has been extensively studied by physicists and mathematicians as a model for

MATHEMATICS OF NETWORKS

117

Figure 86

the flow of fluids through certain types of porous media.
The SIS Epidemic Model. In the previous sections we have been considering models for epidemics in
which each individual contracts the disease at most once. However, a simple variation on these models
allows us to reason about epidemics where nodes can be reinfected multiple times. To represent such
epidemics, we have nodes that simply alternate between two possible states: Susceptible (S) and Infectious
(I). There is no Removed state here; rather, after a node is done with the Infectious state, it cycles back
to the Susceptible state and is ready to catch the disease again. Because of this alternation between the
S and I states, we refer to the model as the SIS model. Aside from the lack of an R state, the mechanics
of the model follow the SIR process very closely.
• Initially, some nodes are in the I state and all others are in the S state.
• Each node v that enters the I state remains infectious for a fixed number of steps tI .
• During each of these tI steps, v has a probability p of passing the disease to each of its susceptible
neighbours.
• After tI steps, node v is no longer infectious, and it returns to the S state.
Life Cycles of SIR and SIS Epidemics. The overall “trajectories” of SIR and SIS epidemics on (finitesize) graphs are qualitatively quite different. An SIR epidemic on a finite graph is burning through a
bounded supply of nodes – since nodes can never be reinfected – and therefore it must come to an end
after a relatively small number of steps. An SIS epidemic, on the other hand, can run for an extremely
long time as it cycles through the nodes potentially multiple times.If there ever comes a point in an
SIS epidemic, however, when all nodes are simultaneously free of the disease, then the epidemic has died
forever: there are no longer any infected individuals to pass the disease to others. On a finite graph, there
will eventually (with probability 1) come a point in time when all contagion attempts simultaneously fail
for tI steps in a row, and at this point it will be over. Thus a key question with an SIS epidemic on
a given contact network is to understand how long the outbreak will last, and how many individuals
will be affected at different points in time. For contact networks where the structure is mathematically
tractable, researchers have in fact proved “knife-edge” results for the SIS model similar to our dichotomy
for branching processes. These results, on particular classes of contact networks, show that at a particular
critical value of the contagion probability p, an SIS epidemic on the network will undergo a rapid shift
from one that dies out quickly to one that persists for a very long time.
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The SIRS Epidemic Model. We now look at another important issue in the global dynamics of a
disease: the tendency of epidemics for certain diseases to synchronise across a population, sometimes
producing strong oscillations in the number of affected individuals over time. Such effects are well-known
for diseases including measles and syphilis.
We want to understand how such oscillation effects can be produced using simple epidemic models.
The crucial ingredients appear to be a combination of temporary immunity and long-range links in the
contact network. Roughly, long-range links produce coordination in the timing of flare-ups across dispersed parts of the network; when these subside, the temporary immunity produces a network-wide deficit
in the number and connectivity of susceptible individuals, yielding a large “trough” in the size of the
outbreak that directly follows the “peak” from the earlier flare-ups.
The first step in producing a model with oscillations is to allow the disease to confer temporary but not
permanent immunity on infected individuals – a feature of many real diseases. To do this, we combine
elements of the SIR and SIS models in a simple way, so that after an infected node recovers, it passes
briefly through the R state on its way back to the S state. We call the resulting model the SIRS model,
since nodes pass through the sequence S-I-R-S as the epidemic proceeds. In detail, the model works as
follows.
• Initially, some nodes are in the I state and all others are in the S state.
• Each node v that enters the I state remains infectious for a fixed number of steps tI .
• During each of these tI steps, v has a probability p of passing the disease to each of its susceptible
neighbours.
• (The new feature of the model.) After tI steps, node v is no longer infectious. It then enters the
R state for a fixed number of steps tR . During this time, it cannot be infected with the disease,
nor does it transmit the disease to other nodes. After tR steps in the R state, node v returns to
the S state.
Small-World Contact Networks. Temporary immunity can produce oscillations in very localised parts of
the network, with patches of immunity following large numbers of infections in a concentrated area. But
for this to produce large fluctuations that can be seen at the level of the full network, the flare-ups of the
disease have to be coordinated so that they happen at roughly the same time in many different places.
A natural mechanism to produce this kind of coordination is to have a network that is rich in long-range
connections, linking otherwise far-apart sections of the network.
This kind of structure is familiar from our discussion of small-world properties. Watts and Strogatz,
who originally introduced the small world model that we discussed earlier, observed the relevance of
small-world properties to synchronisation in their original paper on the topic. Later Kuperman and
Abramson showed how it could naturally lead to synchronisation and oscillation in epidemics. For their
analysis they constructed random networks with small-world properties, in a manner very similar to the
original construction of Watts and Strogatz. Specifically, they started with a graph in which the nodes
are arranged in a ring, and each node is connected to its neighbours for some number of steps in each
direction. Then, independently with some probability c, they turned each edge into a weak tie by rewiring
one end of it to a node chosen uniformly at random. Thus, the probability c controls the fraction of links
in the network that serve as long-range weak ties. When the SIRS model is run on this kind of network,
one finds very different behaviour depending on the value of c, as indicated in Figure 87. The plots in
the figure depict the number of infected people over time (the quantity ninf (t) on the y-axis) by SIRS
epidemics in networks with different proportions of long-range links. With c representing the fraction
of long-range links, we see an absence of oscillations for small c (c = 0.01), wide oscillations for large c
(c = 0.9), and a transitional region (c = 0.2) where oscillations intermittently appear and then disappear.
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Figure 87
It is possible to study these effects empirically – and evaluate proposed models – using extensive
records of disease prevalence that reach back many years. Grassly, Fraser, and Garnett performed an
instructive comparison of syphilis and gonorrhea that illustrates a number of synchronisation principles.
The prevalence of syphilis exhibits prominent oscillations on an 8-11-year cycle, while gonorrhea exhibits
very little in the way of periodic behaviour. Yet the two diseases affect similar populations, and are
presumably subject to very similar societal forces. These differences are consistent, however, with the fact
that syphilis confers limited temporary immunity after infection, while gonorrhea does not. Moreover,
the timing of the syphilis cycles fit well with the timing of the immune properties associated with it.
And from the cyclic patterns, one finds that the extent of synchronszation between different regions of
the United States increases over time, suggesting that the contact network on which it spread became
increasingly connected with cross-country links over the second half of the 20th century. There are many
further directions in which research on epidemic synchronisation is proceeding, including attempts to
model more complex temporal phenomena.

